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Abstract

Simple cache structures are not sufficient to provide the memory bandwidth needed by a dynamic 
superscalar computer, so more sophisticated memory hierarchies such as non-blocking and 
pipelined caches are required.  To provide direction for the designers of modern high performance 
microprocessors, we investigate the performance tradeoffs of the combinations of cache size, 
blocking and non-blocking caches, and pipeline depth of caches within the memory subsystem of a 
dynamic superscalar processor for integer applications.

The results show that the dynamic superscalar processor can hide about two-thirds of the additional 
latency of two and three pipelined caches, and that a non-blocking cache is always beneficial.  A 
pipelined cache will only outperform a non-pipelined cache if the miss penalty and miss rates are 
large. 

Key Words and Phrases:  pipelined cache, non-blocking cache, memory hierarchies, integer 
benchmarks, dynamic superscalar
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1.  Introduction

It is well known that microprocessor speed is improving at a greater rate than memory speed, and 

the performance of the memory subsystem of a computer architecture is becoming the performance 

bottleneck of the computer system.  Dynamic superscalar computer architectures further exacerbate 

this problem by supporting speculation and exploiting instruction level parallelism (ILP), both of 

which require an increase in memory bandwidth.  Simple cache structures are not sufficient to 

provide the increased memory bandwidth, so more sophisticated memory hierarchies such as non-

blocking and pipelined caches are required.

For sophisticated memory hierarchies, understanding the change in miss rate due to different 

memory structures is not sufficient to understand the complex interactions that make up memory 

performance.  To quantify the components of memory performance we will use the following 

formulas.  A well known formula for measuring processor performance [Henn90] is:

Execution Time = CPI * Tcpu

where CPI is clocks per instruction, and Tcpu is the cycle time of the processor.  CPI can be 

further broken down into processor and memory components.

CPI = CPIprocessor + CPImemory

CPIprocessor represents the processor pipeline with an ideal single cycle memory, and 

CPImemory is the additional CPI due to delays in the memory subsystem.  For the purposes of 

this paper, CPImemory will be calculated with the following equation:

CPImemory = CPIhit(x) + CPImiss - CPIoverlap
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CPIhit(x) is the additional CPI due to hit times of x cycles where x is greater than one, and 

CPIoverlap represents the CPI gained from the overlap of misses within the memory subsystem.  

CPImiss is the CPI due to cache misses and can be calculated as follows:

CPImiss = MRD * miss penalty of L1 cache  +  MRL2 * miss penalty of L2 cache

where MRD and MRL2 are the global miss rates per one hundred instructions for the level one data 

cache and the level two cache respectively.

The preceding formulas can be used to describe the effects of pipelining the cache, making a cache 

non-blocking, and scheduling instructions.  A pipelined cache is a cache where the cycle time of 

the cache is smaller than the latency of the cache, and there can be multiple accesses in the pipeline 

of the cache.  An increase in cache size would normally cause a decrease in CPImiss and an 

increase in Tcpu [Przy88].  With the use of a pipelined cache [Oluk92], CPIhit(x) of the cache 

increases, but the cache can be made larger without an increase in Tcpu.  A pipelined cache is 

achieved by performing the cache access in stages, and having up to one access in any stage at a 

time, much like a pipelined processor.  The doubling (two pipe stages) or tripling (three pipe 

stages) of the hit time of the cache allows the cache designer to build a much larger cache, greatly 

reducing the miss rate of the cache.  The reduction of the cache miss rate must be great enough to 

offset the large increase in the cache hit time to make this cache improvement technique 

worthwhile.  

A non-blocking cache improves performance by increasing CPIoverlap without increasing 

CPIprocessor, CPIhit(x), or CPImiss.  A non-blocking cache buffers cache misses, allowing the 

cache to be accessed even with multiple cache misses pending [Krof81].  To the processor, the 

overlapping of cache accesses appears as if the miss penalty is reduced.  A special case of a non-

blocking cache is a blocking cache with hit-under-miss.  In a hit-under-miss cache, the first miss to 
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the cache does not block the cache, and subsequent hits to the cache can still be performed.  A hit-

under-miss cache is easier to implement in hardware and provides the same benefits as a non-

blocking cache but to a lesser extent.

Instruction scheduling is required to receive the full performance benefit of pipelined and non-

blocking caches. The dynamic and static scheduling of instructions can reduce CPIprocessor and 

CPIhit(x) by moving dependencies to hide part of the hit time of the cache [Ghar92].  

CPIprocessor and CPIhit(x) are reduced by rescheduling the use of a load away from the load 

instruction to overlap the load latency with instruction execution.

Non-blocking techniques can be combined with dynamic instruction scheduling to further reduce 

CPI by allowing the dynamic processor to hide the latencies of cache misses as well as hits.  This 

can be performed through the use of limited blocking or a non-blocking cache.  Limited blocking is 

where instead of the processor stalling on a cache miss, instructions that are not dependent on the 

load that missed are still allowed to execute, but the cache is stalled until the miss completes 

[Conte92].  A non-blocking cache improves processor performance by adding the overlapping of 

cache misses to the ability of overlapping execution with cache misses provided by limited 

blocking.  

A summary of the effects of each individual enhancement technique discussed above is shown in 

Table 1.  Note that the entry for dynamic scheduling in Table 1 assumes limited blocking.  All of 

the possible combinations of the memory performance improvement techniques in Table 1 are well 

understood for floating point applications.  While the memory performance of floating point 

applications has been well explored, integer applications have not received the same attention.  To 

provide direction for the designers of general purpose high performance microprocessors, we 

investigate the performance tradeoffs for combinations of cache size, blocking and non-blocking 

caches, and pipeline depth of caches within the memory subsystem of a dynamic superscalar 

processor for integer applications. 
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CPI CPI CPI CPI Cycle

Technique processor miss overlap Hit Time

Increase Cache Size 0 - - 0 +

Dynamic/Static Scheduling - 0 0 - +

Non-Blocking Cache 0 0 + 0 0

Pipelined Cache 0 0 0 + -    

Key

+:  increase

-:  decrease

0:  no effect

Table 1:  Individual effects of memory performance
improvement techniques.

The conventional wisdom is that, 1) if a cache is non-blocking, the overlapping of miss penalties 

will be great enough that the processor will not benefit from the reduced miss rate of a pipelined 

cache, and 2) that pipelining may actually decrease processor performance due to the increase in hit 

time of the pipelined cache.  This paper will show that a dynamic superscalar processor can hide 

most of the increased hit time of the pipelined cache, and that for a dynamic superscalar processor, 

pipelining the cache can still be useful even when the cache is non-blocking.

The rest of this paper is organized as follows:  The computer architecture used in this investigation 

is described in section 2, and the experimental methodology used to simulate the architecture 

described in section 2 is discussed in section 3.  Section 4 contains the results gathered to 

characterize the design space by simulating the interactions between data cache size, blocking and 

non-blocking caches, and the pipeline depth of the cache.  In section 5 we discuss how to use miss 

rates to relate the results of section 4 to large integer applications, and section 6 presents the 

conclusions drawn from the experimental results and the preceding discussion.
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2.  Architectural Assumptions

This section describes the computer architectures that are simulated in this paper.  A dynamic 

superscalar processor is used to give the benefits of instruction scheduling and to take advantage of 

the high memory bandwidth that is being provided by the memory system.  Since the memory 

system is the focus of this study, we describe its datapath in detail.

2.1.  Processor

Figure 1 shows the dynamically scheduled superscalar processor used in this study, and Figure 2 

shows the processor’s pipeline diagram.  The processor uses the Tomasulo algorithm [Toma67] 

for the dynamic instruction scheduling, and a branch target buffer [Lee84] and reorder buffer 

[Smith85] for branch misprediction and recovery.  The processor can issue and retire up to two 

MIPS instructions every cycle.  All busses internal to the processor are 32 bits wide, and all busses 

involving memory are 64 bits wide.  The branch target buffer is four-way-set-associative with 

4096 entries and uses two bit saturating counters for branch prediction [Smith81].  The reorder 

buffer contains 32 entries and can retire up to two instructions per cycle to the register file.  

To reduce the enormous number of simulation runs, parts of the design space have been fixed.  

Both first and second level caches have a line size of 32 bytes, and the first level data cache is 

always direct mapped to provide the lowest access time [Wilt94].  The organization of the 

instruction cache is fixed at 8KB and four-way set associativity.  Since this study focuses on data 

references, the instruction cache was designed to be aggressive enough to provide a low instruction 

miss rate to isolate the performance effects of data references.  The size of the off-chip secondary 

cache is fixed at 1MB.

2.2.  Memory Subsystem

The memory subsystem is made up of the load/store unit, level one instruction cache, level one 

data cache, level two cache, and the pipelined memory as shown in Figure 3.  The load/store unit is 
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further divided into six reservation stations, the level one data cache controller, and the miss unit.   

The load/store unit handles all data memory accesses and contains a ten entry store buffer 

[Toma67].

Branch
Unit

Register File Reorder Buffer

Decoder

MUX

Execution
Unit

Execution
Unit

Load/Store
Unit

CDC Bus

Instruction Bus
Source Bus

CDC Bus

Register Address Bus

Reset

Reset

Instructon
Fetch

CDC Bus

Memory Subsystem

Figure 1:  The dynamic superscalar processor.
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IF DEC I EX WBC

IF DEC I EX WBC

IF DEC I EX WBC

IF DEC I EX WBC

Figure 2:  The dynamic superscalar processor instruction pipeline.

             

Level 1
Instruction
Cache

(On Chip)

Level One Cache
Controller

Miss Unit

Instruction
Fetch
Unit

Level 2 Cache
(Off Chip)

Reservation Stations

Load/Store Unit

Level 1
Data
Cache

(On Chip)

Pipelined Memory

Addr/Data Out Addr/Data In

Addr/Data In Addr/Data Out

         Figure 3:  The memory subsystem.
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Inside the load/store unit, the level one data cache controller issues all new loads and stores to the 

level one data cache.  If the level one data cache has the data, or the access is a write, the cache 

accepts the access.  Since the level one data cache is write-through with no allocation on a write 

miss, all writes are immediately sent to the level two cache, independent of whether the write was a 

hit or a miss.  The miss unit snoops on all accesses to the level one data cache, and controls access 

to the second level cache on a miss.  When the level two cache is not busy, the miss unit will send 

a read cache line command to the level two cache.  After the miss penalty has elapsed, the level two 

cache writes the requested line to the level one data cache at the rate of eight bytes per cycle.  The 

miss unit will be snooping the level two cache for this write, looking for data to satisfy the misses 

buffered in the Miss Status Handling Registers (MSHR) [Krof81].  If the required data is present, 

the miss unit forwards the data to the correct reservation station so that the load data can be placed 

on the completion bus.

The miss unit implements the non-blocking cache behavior [Chen92, Fark94], and is implemented 

as a modified inverted MSHR [Fark94].  The inverted MSHR scheme has been modified in two 

ways.  First, there are only six MSHRs instead of one for every register in the processor.  The use 

of a smaller number of MSHRs is possible because the load/store unit can have at most as many 

misses as there are reservation stations in the load/store unit.  Note that having one MSHR per 

reservation station allows multiple misses to the same destination register, which was not allowed 

in the original inverted MSHR scheme.  Second, instead of each MSHR being dedicated to a 

particular reservation station, each MSHR stores the number of the reservation station that contains 

the miss.  This allows the misses to be kept in FIFO order so that if multiple misses are resolved in 

a single cycle, they can be retired in the order they entered the load/store unit.  One example of 

where multiple misses are satisfied in a single cycle occurs when four load bytes from the same 

word in memory are stored in the MSHRs.  The inverted MSHR organization described in 

[Fark94] did not limit the number of misses that could be completed in a single cycle, so all four of 

the load byte instructions would complete in the same cycle, whereas this processor can complete 
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at most two load/store instructions per cycle.

The level two cache uses a copy-back, write-allocate, no fetch on write miss policy.  The main 

memory pipelines all accesses from the level two cache.  The main memory is also aware of any 

duplicate accesses to the same memory address and combines accesses to the same address.  For 

all of the investigations in this paper, the memory delay is set at a 20 cycle memory access time and 

a 5 cycle memory cycle time.
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3.  Simulation Methodology

This section describes how we simulated the computer architecture described in the previous 

section.  The model is described at the functional block level, and is written in the Verilog 

Hardware Description Language (Verilog HDL).  The model accurately captures the details of the 

entire dynamic superscalar architecture including caches and main memory.  

The use of Verilog to describe the computer architecture under simulation provides increased 

realism over general purpose programming languages by forcing the explicit specification of the 

parallel pipeline behavior of the processor and memory subsystem.  The detailed specification of 

the processor pipeline structures in the model gives an idea of the design complexity of the 

hardware, and insures that all corner cases are implemented.  The implementation of all corner 

cases is required to obtain an accurate measure of program execution time in terms of CPU clock 

cycles.  Another advantage of Verilog is that there exist logic synthesis tools that can be used to 

turn the model into a gate level description.  The drawback of these tools is that they take a great 

deal of time and effort to synthesize hardware from a large model.  Currently under development 

are tools that can quickly and efficiently extract estimates of cycle time and silicon area from this 

model.

3.1.  Benchmarks

The performance of four of the SPEC92 integer benchmarks are used to compare the different 

memory architectures used in this study.  No floating point benchmarks were used, since floating 

point programs are usually technical applications that exhibit a great deal of parallelism.  The 

increased parallelism can be scheduled by a compiler to hide the latency of load misses.  The 

instruction level parallelism of the floating point SPEC92 benchmarks is so great that MIPS TFP is 

able to execute the floating point data directly out of the secondary cache while achieving one of the 

best floating point performances in the industry [Gwen93].  If TFP can store the floating point data 

directly in the secondary cache with a hit time of five cycles, then it is easily possible to compile for 
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the two or three cycle hit time of a pipelined cache.

The integer SPEC benchmarks used in this study are:

  1)  Compress:  Compresses a file using adaptive Lempel-Ziv coding
  2)  Eqntott:  Translates a boolean equation to a truth table
  3)  Espresso:  Minimizes boolean functions 
  4)  gcc:  compiler based on the GNU C compiler version 1.35
   

3.2.  Simulation Speed

The fastest commercially available Verilog simulators simulate about 50 instructions per second on 

our Verilog model.  This is too slow to execute the SPEC92 benchmarks to completion, so smaller 

input sets have been used than are recommended by the designers of the benchmark suite.  The 

smaller input sets decrease the execution time of the benchmarks enough to make collecting data for 

the different memory configurations under simulation possible within a reasonable period of time.

The problem with using smaller input sets when executing the SPEC92 benchmarks is that this 

may change the results.  If the input set is too small, then the percentage of time spent outside the 

frequently executed code of the benchmark may begin to be as large or larger than the time spent 

inside the frequently executed code.  The benchmark with the smaller input set has to execute long 

enough to amortize the effects of initialization code, compulsory misses, I/O, etc., over the 

execution time of the benchmark.  To prove that the benchmarks executed with the smaller input 

sets show the same execution patterns as when larger input sets are used, data characterizing 

compulsory misses and miss rates were sampled every ten thousand instructions.  For all of the 

benchmarks, input sets were chosen that produced the same pattern of memory system usage over 

time as the larger input sets.

Another problem is the smaller data working set size.  We will need to compare the results of the 

simulated SPEC benchmarks to applications that have larger data working sets.  The solution of 
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using smaller cache sizes was used by Gupta [Gupta91], and will be used in this study as well.  

Since the working sets of the benchmarks are smaller, smaller caches must be used to observe the 

higher miss rates expected of an application with a larger data working set.  The miss rates of the 

smaller caches can then be used to map the SPEC benchmark performance to larger integer 

applications.
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4.  Results

To characterize the design space of this study, combinations of blocking, non-blocking, and 

pipelined first level data caches were simulated for cache sizes varying from 2KB to 64KB.  The 

miss penalty of the first level data cache was also simulated at six and twelve cycles to show the 

effect of changes in miss penalty.  The data from these simulations allows us to answer a number 

of key questions.  First, how much improvement in performance is gained by the use of a non-

blocking cache instead of a blocking cache.  Second, how much of the additional hit time produced 

by pipelining the cache can be hidden by the dynamic superscalar processor.  Lastly, after 

understanding the performance effects of the individual components, we study how the 

combinations of the three mechanisms of non-blocking, pipelining, and varying cache size affect 

performance.

4.1.  Blocking vs. Non-Blocking Caches

Table 2 shows the CPI for a blocking cache and a non-blocking cache for each of the benchmarks.   

To favor the blocking cache, a 32KB first level data cache was used to produce a low miss rate, 

and a very small miss penalty of three cycles was used in the simulation.  Note that a 32KB on-

chip first level data cache is as large as any currently available commercial processor and is large 

enough to hold a sizable fraction of the working set of our benchmarks.  The miss penalty of three 

cycles is lower than can be found on any modern processor for an off-chip level two cache.  Even 

with the miss rate and miss penalty set to favor the blocking cache, the non-blocking cache 

outperformed the blocking cache for all of the benchmarks, achieving an average speedup of 8%.  

Conte’s [Conte92] study of non-blocking caches found speedups of between 1.11 (for a ten cycle 

miss penalty and 10% miss rate) and 1.51 (for a twenty cycle miss penalty and 10% miss rate) 

when using a non-blocking cache in a two issue dynamic superscalar processor.  Based upon 

Conte’s and our results we believe that a non-blocking cache is desirable for our two issue 

dynamic superscalar processor for three reasons.  First, a non-blocking cache increased 
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performance for every simulation produced in this study.  Second, the additional complexity of 

adding a non-blocking cache to a dynamic superscalar processor is small.  Third, the incremental 

cost of adding non-blocking was very small since only six MSHRs were needed and the presence 

of the miss unit inside the load/store unit reduced the complexity of the level one data cache.  One 

of the advantages of using a Verilog model in this study is that the design is specified in enough 

detail to give us a good idea of the complexity and design cost associated with architectural options 

such as non-blocking caches.  Due to the low incremental cost and higher memory performance of 

non-blocking caches, even when using an extremely low miss rate and low miss penalty, the rest 

of the studies in this paper assume a non-blocking cache.

Read Misses Blocking Non-Blocking Non-Blocking

Benchmark Per 100 Instructions CPI CPI Speedup

compress 1.42 1.32 1.12 1.18

eqntott 0.33 1.26 1.17 1.08

espresso 0.19 1.34 1.33 1.01

gcc 0.71 1.76 1.69 1.04

Table 2:  Table comparing the performance of blocking vs. non-blocking caches on
the dynamic superscalar processor with a cache size of 32KB, a one cycle hit time,
and a miss penalty of three cycles.  Note that miss rate is the number of data cache
misses per 100 instructions whereas Conte defined miss rate as the percent of loads
that missed in the data cache.

4.2.  Hiding Latency with Dynamic Instruction Scheduling

A dynamic superscalar processor is able to hide some of the one or two cycle additional hit time 

required by a pipelined cache.  In order to quantify the percentage of the additional hit time that can 

be hidden, a first level data cache with very low miss penalties and very low miss rates was 

simulated.  With the low miss penalties and miss rates, the performance improvement due to 

pipelining the cache is negligible, but the increase in hit time is not.  Thus the increase in hit time 

that is not hidden by the dynamic superscalar processor results in an increase in CPIhit(x).  Table 3 

shows the CPI results for cache pipeline depths of one, two, and three stages with a fixed cache 
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size of 32KB.

1 deep 2 deep 3 deep Latency Latency

Percentage pipeline pipeline pipeline Hidden Hidden

Benchmark Loads CPI CPI CPI 1->2 2->3

compress 22% 1.12 1.20 1.25 64% 77%

eqntott 23% 1.17 1.24 1.34 70% 57%

espresso 22% 1.33 1.41 1.49 64% 64%

gcc 21% 1.69 1.75 1.81 71% 71%

Table 3:  CPI results for different levels of pipelining with a 32KB
non-blocking data cache and a three cycle miss penalty.

The percentage of the additional hit time due to a pipelined cache that can be hidden by dynamic 

scheduling is shown in Table 3.  If the processor is unable to hide any of the additional hit time of 

the pipelined cache, the CPI of the processor will increase by the frequency of loads executed by 

the processor for each cycle of additional hit time.  For example, compress has a load frequency of 

22%.  The non-pipelined cache has a CPI of 1.12 for the compress benchmark.  If the processor 

cannot hide any of the additional latency, the CPI observed for the two deep pipelined cache should 

be 1.12 + 0.22 = 1.34.  Instead the CPI of the dual pipelined cache is 1.20, so the processor hides 

0.14 CPI or 64% of the additional latency.  

The dynamic superscalar processor hides about two thirds of the additional hit time; therefore the 

increased size of the cache allowed due to pipelining only needs to make up for the remaining one 

third of the additional hit time to break even.  The results for the blocking caches are similar, as 

shown in Table 4.  Roughly two thirds of the additional hit time is hidden by the dynamic 

superscalar processor for cache pipelines of two and three deep.
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1 deep 2 deep 3 deep Latency Latency

Percentage pipeline pipeline pipeline Hidden Hidden

Benchmark Loads CPI CPI CPI 1->2 2->3

compress 22% 1.32 1.39 1.45 68% 73%

eqntott 23% 1.26 1.33 1.43 70% 57%

espresso 22% 1.34 1.42 1.50 64% 64%

gcc 21% 1.76 1.81 1.87 76% 71%

Table 4:  CPI results for different levels of pipelining with a 32KB
blocking data cache and a three cycle miss penalty.

Notice that for the compress benchmark, more latency is hidden with an increase of hit time from 

two to three cycles than with an increase of one to two cycles.  This is due to the level one 

instruction and data cache sharing the level two cache’s “Addr/Data Out” bus (see Figure 3).  Since 

the caches have a thirty-two byte line and the data bus is only sixty-four bits, it takes four cycles to 

transfer an entire cache line from the second level cache to a first level cache.  If the level two cache 

had a read access by the instruction cache one cycle, and a read access from the data cache the next 

cycle, then the instruction cache will see the expected miss penalty, but the data cache will see the 

miss penalty plus three cycles.  This bus conflict does not occur for the 32KB non-pipelined cache, 

occurs often for the two-pipelined cache, and occurs less often for the three-pipelined cache.  This 

effect increases the CPI of the processor with a two-pipelined cache more than with a three-

pipelined cache, so the increase in CPI with pipeline depth does not progress as expected.  Only in 

the compress benchmark does this bus conflict occur often enough to cause an appreciable effect 

on the CPI results.

cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.53 1.23 1.29 1.33 0.61 0.92 0.06 0.10 0.30

4K 1.40 1.16 1.23 1.28 0.48 0.92 0.07 0.12 0.24

8K 1.37 1.15 1.22 1.27 0.45 0.92 0.07 0.12 0.22

16K 1.35 1.12 1.21 1.26 0.43 0.92 0.09 0.14 0.23

32K 1.33 1.13 1.20 1.25 0.41 0.92 0.07 0.12 0.20

64K 1.35 1.12 1.20 1.25 0.43 0.92 0.08 0.13 0.23

a)  Results for compress with a six cycle miss penalty.
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cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.66 1.31 1.37 1.40 0.74 0.92 0.06 0.09 0.35

4K 1.43 1.17 1.24 1.29 0.51 0.92 0.07 0.12 0.26

8K 1.39 1.15 1.22 1.27 0.47 0.92 0.07 0.12 0.24

16K 1.35 1.12 1.20 1.25 0.43 0.92 0.08 0.13 0.23

32K 1.31 1.11 1.18 1.23 0.39 0.92 0.07 0.12 0.20

64K 1.29 1.10 1.18 1.23 0.37 0.92 0.08 0.13 0.19

b)  Results for compress with a twelve cycle miss penalty.

cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.49 1.33 1.39 1.43 0.41 1.08 0.06 0.11 0.16

4K 1.30 1.20 1.27 1.35 0.22 1.08 0.07 0.15 0.10

8K 1.27 1.17 1.25 1.34 0.19 1.08 0.08 0.17 0.10

16K 1.27 1.17 1.25 1.33 0.19 1.08 0.07 0.16 0.10

32K 1.27 1.17 1.24 1.33 0.19 1.08 0.07 0.16 0.10

64K 1.26 1.17 1.25 1.33 0.18 1.08 0.08 0.17 0.09

c)  Results for eqntott with a six cycle miss penalty.

cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.66 1.44 1.53 1.59 0.58 1.08 0.09 0.15 0.22

4K 1.34 1.23 1.30 1.37 0.26 1.08 0.07 0.15 0.11

8K 1.28 1.18 1.26 1.35 0.20 1.08 0.08 0.16 0.10

16K 1.28 1.18 1.26 1.34 0.20 1.08 0.08 0.17 0.10

32K 1.27 1.17 1.25 1.34 0.19 1.08 0.08 0.17 0.10

64K 1.26 1.16 1.25 1.33 0.18 1.08 0.08 0.16 0.10

d)  Results for eqntott with a twelve cycle miss penalty.
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cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.53 1.48 1.56 1.62 0.37 1.16 0.07 0.14 0.05

4K 1.46 1.43 1.51 1.57 0.30 1.16 0.08 0.14 0.03

8K 1.42 1.40 1.48 1.56 0.26 1.16 0.08 0.15 0.02

16K 1.40 1.39 1.47 1.55 0.24 1.16 0.08 0.16 0.01

32K 1.41 1.39 1.47 1.55 0.25 1.16 0.08 0.16 0.02

64K 1.4 1.39 1.46 1.54 0.24 1.16 0.08 0.16 0.01

e)  Results for espresso with a six cycle miss penalty.

cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.74 1.66 1.74 0.58 1.16 0.07 0.08

4K 1.62 1.58 1.66 1.72 0.46 1.16 0.08 0.14 0.04

8K 1.55 1.54 1.61 1.69 0.39 1.16 0.08 0.15 0.01

16K 1.53 1.51 1.59 1.66 0.37 1.16 0.08 0.15 0.02

32K 1.52 1.51 1.59 1.66 0.36 1.16 0.08 0.15 0.01

64K 1.52 1.51 1.58 1.66 0.36 1.16 0.07 0.15 0.01

f)  Results for espresso with a twelve cycle miss penalty.

cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 1.95 1.87 1.91 0.81 1.14 0.04 0.08

4K 1.90 1.83 1.87 1.93 0.76 1.14 0.04 0.09 0.07

8K 1.85 1.80 1.84 1.90 0.71 1.14 0.05 0.11 0.05

16K 1.83 1.78 1.83 1.89 0.69 1.14 0.05 0.11 0.05

32K 1.83 1.78 1.83 1.89 0.69 1.14 0.05 0.11 0.05

64K 1.82 1.77 1.83 1.89 0.68 1.14 0.05 0.11 0.05

g)  Results for gcc with a six cycle miss penalty.
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cache no two three CPI CPI CPI CPI CPI

size blocking pipelining pipelined pipelined miss processor hi t (2) hi t (3) overlap

2K 2.16 2.05 2.09 2.14 1.02 1.14 0.04 0.09 0.11

4K 2.07 1.98 2.03 2.08 0.93 1.14 0.05 0.10 0.09

8K 1.99 1.93 1.98 2.04 0.85 1.14 0.04 0.10 0.06

16K 1.96 1.91 1.96 2.02 0.82 1.14 0.05 0.11 0.05

32K 1.95 1.90 1.95 2.01 0.81 1.14 0.05 0.11 0.05

64K 1.95 1.90 1.95 2.01 0.81 1.14 0.05 0.11 0.05

h)  Results for gcc with a twelve cycle miss penalty.

Table 5:  Simulation results for all four integer benchmarks with a six and twelve 
cycle miss penalty.  The results in the columns blocking, no pipelining, two 
pipelined, and three pipelined are the CPI from their respective simulations.  CPI 
miss is CPImiss from the equations at the beginning of this paper.

4.3.  Pipelined Caches

Table 5 shows the results of executing the benchmarks with cache sizes ranging from 2KB to 

64KB, and level two caches with hit times of six and twelve CPU cycles.  CPImemory was 

calculated by subtracting CPIprocessor from the CPI of the processor simulated with a blocking 

cache.  CPIoverlap represents the decrease in CPI due to using a non-blocking cache to overlap 

read misses, and is calculated by subtracting the CPI results of the processor simulated with a non-

pipelined cache from the CPIs for the processor with a blocking cache.  Remember that all of the 

simulations with pipelined caches tabulated in Table 5 used a non-blocking cache, so the results 

from the non-pipelined cache are also the results from a non-blocking cache.  Subtracting the CPI 

of a non-pipelined cache from the CPI of the two-pipelined (three-pipelined) cache was used to 

calculate CPIhit(2) (CPIhit(3)).

For compress, the six cycle and twelve cycle CPI results cross with increasing cache size.  This is 

due to the same bus conflict effect as was described for compress in section 4.2.  As the cache size 

increases, the bus conflict has a greater effect on performance because with a larger cache a larger 

portion of the working set is contained in the cache, causing more reads that miss in the level one 
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data cache to also miss in the level two cache.   Since a 64KB cache contains the entire working set 

for the compress benchmark, the CPIs for both six and twelve cycle miss penalties are expected to 

be equal, but since the six cycle results are slowed down by bus conflicts, the twelve cycle results 

are slightly better.

By analyzing the data in Table 5 we can understand when a pipelined cache is preferable over a 

non-pipelined cache.  Notice that the larger the miss penalty and the larger the miss rate of the first 

level data cache, the better the pipelined cache will perform when compared to the non-pipelined 

cache.   A pipelined cache will be desirable if the pipelining allows a large enough increase in cache 

size to increase the pipelined cache’s performance beyond the performance of the non-pipelined 

cache.  For the compress benchmark, the data in Table 5 shows that a pipelined cache of two 

stages has the potential to outperform a non-pipelined cache if the single cycle data cache size is 

less than 2.6KB. 

For the processor with the pipelined cache to outperform the same processor with a non-pipelined 

cache, the two stage pipelined processor needs to allow an increase in cache size of eight to sixteen 

times that of the non-pipelined data cache (2.6KB to 32KB in the case of compress).  The cache 

cycle time evaluator, cacti [Wilt94], was used to measure the cycle time in nanoseconds of different 

direct mapped cache sizes for a 0.5 micron CMOS process.  The results from cacti clearly showed 

that a sixteen fold increase in the size of the cache is possible with a doubling of hit time. 

Due to the large increase in cache size with each additional pipeline stage, we only consider two or 

three cycle first level data cache pipelines.  If pipelining allows a sixteen fold increase in cache size 

as the cacti results suggest, and the non-pipelined first level data cache can be as large as 32KB 

(processors today have on-chip first level caches of 32KB), then a two-pipelined cache could be as 

large as 512KB, and a three-pipelined cache could be as large as 4MB.  With today’s technology it 

is unlikely that it would be possible to provide an on-chip first level data cache as large as a three-

pipelined cache would allow, although multichip module (MCM) technology might provide the 

potential for a cache of this size [Oluk92].  
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Cache Size (KB) Compress Eqntott Espresso Gcc

2 4.46 3.62 2.29 3.13

4 2.57 0.97 1.20 2.09

8 2.20 0.45 0.50 1.24

1 6 1.81 0.39 0.20 0.86

3 2 1.42 0.33 0.19 0.71

6 4 1.28 0.22 0.06 0.64

Table 6:  Read misses per 100 instructions for cache sizes of 2KB to 64KB.

6 cycle miss ppenalty 12 cycle misss penalty

Miss Rate Miss Rate

compress 3.6 compress 2.7

eqntott 1.7 eqntott 1.1

espresso 1.8 espresso 1.2

gcc 2.1 gcc 1.5

average: 2.3 average: 1.6

Table 7:  For each benchmark, the miss rate per 100 instructions that gives equal
performance for a two deep pipelined cache and a non-pipelined cache is entered in the
table.  If the miss rate per 100 instruction is greater than the miss rate in the table, then a
pipelined cache would be preferred over a non-pipelined cache.

Table 6 contains the read miss rates for all four of the benchmarks for cache sizes ranging from 

2KB to 64KB.  The data in Tables 5 and 6 can be used to find the miss rate at which the pipelined 

cache becomes desirable over a non-pipelined cache for each of the benchmarks.  It was found that 

compress with a level one data cache miss penalty of six cycles caused the pipelined cache to 

outperform the non-pipelined cache if the non-pipelined cache was sized at less then 2.6KB.  From 

Table 6, we find that compress’ 2.6KB non-pipelined cache has a miss rate per one hundred 

instructions of 3.6 (as seen in Table 7).  If a processor under design is expected to execute 

applications with the same memory access patterns as compress, then a two-pipelined cache should 

be considered for this processor if simulations show that such applications have a read miss rate 
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per one hundred instructions of greater than 3.6.
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5.  Discussion

SPEC92 integer benchmarks have small data working set sizes when compared to real integer 

applications.  To collect the miss rates expected of real integer applications, smaller caches have to 

be simulated with the SPEC92 integer benchmarks.  This study further magnifies this problem by 

using smaller input data sets to the SPEC92 integer benchmarks, requiring even smaller caches to 

produce the same miss rates.  To make up for the small working set sizes of the SPEC92 integer 

benchmarks, the miss rates captured with small caches in our simulations, are used to relate our 

results for non-blocking and pipelined caches to more realistic cache sizes and benchmarks.

The results of the previous section can be used to show how a two-pipelined cache will perform on 

multi-user commercial benchmarks.  This paper contains the miss rates at which a two-stage 

pipelined cache can outperform a non-pipelined cache for the SPEC92 integer benchmarks.  We 

also have formulas and data for determining how the CPI will change when a two-pipelined cache 

is used instead of a non-pipelined cache for our dynamic superscalar processor.  The problem is 

that due to small working set sizes, the miss rates for the SPEC92 integer benchmarks are much 

smaller than would be found in large integer applications for the same cache size.  To relate our 

findings to large integer applications with the same dynamic instruction patterns as our SPEC92 

integer benchmarks, we will use the miss rates from the executions of the SPEC integer 

benchmarks to predict the behavior of large integer applications with equivalent miss rates and 

realistic cache sizes executing on a dynamic superscalar processor with a two-pipelined cache.  

The integer SPEC92 benchmarks simulated in this study are real applications that have the same 

branch characteristics and load frequency as larger integer applications, so we expect the same sort 

of dynamic scheduling behavior.  The percentage of the instruction stream sent to each execution 

unit for compress, eqntott, espresso, and gcc are shown in Table 8.  Table 9 has the branch 

frequencies for the multi-user commercial workloads used by Maynard [Mayn94].  Note that the 

branch frequencies are the same for the multi-user commercial workloads as the branch frequencies 

2 7



of eqntott, espresso, and gcc.  Cvetanovic [Cvet94] also shows that the load frequencies for 

compress, eqntott, espresso, gcc, tpcb1, and tpcb2 (He executes TPC with different inputs than 

[Mayn94]) are similar.

compress eqntot t espresso gcc

LS 38% 37% 32% 31%

SHIFT 19% 6 % 10% 7 %

ALU 27% 35% 39% 41%

BRN 13% 19% 17% 19%

SYS 0 % 0 % 0 % 0 %

DIV 0 % 0 % 0 % 0 %

Table 8:  Percentage of instructions executed by each execution unit.

T P C - A T P C - C N e t p e r f Laddis Kenbus Sdet

16.9% 18.9% 18.6% 18.9% 16.3% 17.8%

Table 9:  Percentage of branch instructions in commercial multi-user
applications.

Commercial multi-user benchmarks from the paper [Mayn94]

By comparing the miss rates measured for larger integer benchmarks to the miss rates found for 

our benchmarks, the performance of blocking, non-blocking, and pipelined first level data caches 

can be approximated for benchmarks with large data working sets and realistic cache sizes.  Figure 

4 shows the miss rates found by [Mayn94] for the six commercial multi-user integer benchmarks 

in Table 9 for first level data cache sizes of 8KB to 1024KB.  For a standard processor on-chip 

data cache size of 32KB, the smallest miss rate from Figure 4 is 2.3 misses per one hundred 

instructions.  For a two-pipelined and a non-pipelined cache to have the same performance on a 

dynamic superscalar processor we found that an average miss rate per one hundred instructions of 

2.3 was needed with a six cycle miss penalty.  This means that with the miss rates shown in Figure 

4, our results predict that if the commercial benchmarks were executed on our dynamic superscalar 

processor with a two-pipelined non-blocking cache, we would see better performance than if they 

were executed with a non-pipelined non-blocking cache.
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Figure 4:  Cache miss rates of multi-user commercial workloads with a 32 byte
line and direct mapped caches [Mayn94].

CPI CPI

hi t (2) hi t (3)

compress 0.07 0.12

eqntott 0.07 0.15

espresso 0.08 0.15

gcc 0.04 0.10

Table 10:  CPIhit(2) and CPIhit(3) for each benchmark due to pipelining.

2 9



6 cycle miss ppenalty 12 cycle misss penalty

compress 51% compress 51%

eqntott 48% eqntott 47%

espresso 8 % espresso 6 %

gcc 7 % gcc 7 %

Table 11:  CPIoverlap as a percentage of CPImiss.

With the use of the formulas from the introduction, the data from Table 5, and the conservative 

assumption of a perfect level two cache, we can estimate CPImemory for the commercial 

benchmarks executing on our dynamic superscalar processor.  The possible effects on CPImemory 

for the dynamic processor with a two-pipelined 512KB data cache in place of a non-pipelined 

32KB data cache can be shown by calculating the change in CPImemory for the full range of our 

experimental values of CPIoverlap and CPIhit(2) for miss penalties of six and twelve cycles.

Table 10 shows the values of CPIhit(2) and CPIhit(3) calculated for the two and three pipelined 

caches for each of our benchmarks, and Table 11 shows values of CPIoverlap as a percent of 

CPImiss for each benchmark.  Note that a CPIoverlap of zero is equivalent to a blocking cache.  

This means that espresso and gcc don’t show a large benefit from a non-blocking cache, whereas 

compress and eqntott show an effective miss penalty of about one half of the miss penalty of a 

blocking cache.

Table 12 contains the changes in CPImemory for miss penalties of six and twelve cycles, for 

CPIoverlap values of zero and 51% of CPImiss, and for CPIhit(2) values of 0.04 and 0.08.  Note 

that the results shown in Table 12 are conservative because a perfect level two cache is assumed.  

The memory performance variation for each benchmark as miss penalty, CPIoverlap, and 

CPIhit(2) are varied is tabulated in order of increasing performance in Table 12.  As expected, an 
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increase in the miss penalty increases the performance benefits of a two-pipelined cache over a 

non-pipelined cache.  The greater the application performance improves with a non-blocking cache, 

the larger the value of CPIoverlap, creating a smaller effective miss penalty, and therefore smaller 

performance improvements for a pipelined cache.  If the dynamic processor is able to hide more of 

the additional hit time of the pipelined cache, CPIhit(2) will be smaller and pipelined cache 

performance will improve.  Miss rate is still the most important factor in determining the usefulness 

of pipelining.  The larger the miss rate, and the more steeply the slope of the miss rate curve 

declines with increasing cache size, the better the performance benefit of a pipelined cache over a 

non-pipelined cache.

L1 Miss CPI CPI

Penalty overlap hi t (2) KENBUS LADDIS Netperf TPC-A TPC-C SDET Average

6 51% 0.08 -0 .07 -0 .00 -0 .03 -0 .02 -0 .02 -0 .06 -0 .03

6 51% 0.04 -0 .03 0.04 0.01 0.02 0.02 -0 .02 0.01

1 2 51% 0.08 -0 .05 0.08 0.02 0.05 0.03 -0 .03 0.02

6 0 % 0.08 -0 .05 0.08 0.02 0.05 0.04 -0 .03 0.02

1 2 51% 0.04 -0 .01 0.12 0.06 0.09 0.07 0.01 0.06

6 0 % 0.04 -0 .01 0.12 0.06 0.09 0.08 0.01 0.06

1 2 0 % 0.08 -0 .02 0.25 0.13 0.18 0.15 0.01 0.12

1 2 0 % 0.04 0.02 0.29 0.17 0.22 0.19 0.05 0.16

Table 12:  Conservative estimates of the decrease in CPI due to using a two-pipelined
cache over a non-pipelined cache for varying miss penalty, CPIoverlap, and CPIhit(2)
ordered by performance gain.

Of the six multi-user commercial benchmarks, LADDIS performs the best with the pipelined cache, 

and KENBUS performs the worst.  For LADDIS, a pipelined cache improves memory 

performance for all but the worst case conditions for pipelined cache performance (see Table 12).  

Even though LADDIS does not have the highest miss rate, its does have the largest improvement in 

miss rate for a 32KB cache compared to a 512KB cache (see Figure 4).  This shows that having a 

large miss rate is not enough as there must also be a decrease in miss rate with an increase in cache 

size to get any performance improvement from the larger cache sizes possible with pipelining.  At 
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the other extreme, KENBUS performance actually decreases with a pipelined cache in all but the 

best case.  The low performance improvement data for KENBUS is due to a low miss rate and the 

fact that the miss rate barely decreases with an increase in cache size.  This means that the miss rate 

characteristics exhibited by KENBUS would not suggest using a pipelined cache in place of a non-

pipelined cache.
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6.  Conclusion

The performance of blocking, non-blocking, and pipelined on-chip first level data caches using 

integer applications with data cache sizes from 2KB to 64KB has been evaluated.  We have shown 

through simulations on a detailed processor simulator that the components of CPImemory due to 

cache misses, hit time, and overlapping of cache misses can be isolated and used to study the 

effects of non-blocking and pipelined caches used with a dynamic superscalar processor.  

Our simulations showed that non-blocking caches will always improve the performance of a 

dynamic superscalar processor, and that the incremental cost and design complexity of adding a 

non-blocking cache to a dynamic superscalar processor is very small.  We also showed that 

dynamic instruction scheduling can be used to hide a large portion of the additional hit time of a 

pipelined cache to make pipelined caches desirable at lower miss rates.  Our results show that for 

integer applications, roughly two thirds of the additional hit time of a pipelined cache can be hidden 

by dynamic instruction scheduling for two and three deep pipelined caches.

Pipelined caches allow a trade-off of longer hit times for large cache size, and can be used in place 

of small direct mapped data caches with single cycle hit times.  A pipelined cache should only be 

used if the processor has a large miss penalty, or if the applications executed on the processor have 

high miss rates.  The reduction in miss rate needs to be great enough to make up for the increase in 

hit time due to the pipelined cache.  Since commercial multi-user workloads have high miss rates 

and the dynamic superscalar processor can hide up to two-thirds of the additional hit time of a 

pipelined cache, superscalar processors executing commercial workloads are good candidates for 

pipelined caches.  

Our results using integer SPEC92 benchmarks suggested miss rates at which pipelined caches 

improve processor performance.  Comparing these miss rates to the miss rates for commercial 

multi-user applications presented by Maynard [Mayn94], our miss rates implied that a dynamic 
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superscalar processor with a two-pipelined cache running the commercial benchmarks should 

break about even with a miss penalty of six cycles and improve performance with a miss penalty of 

twelve cycles.  When we calculated the change in CPI from executing the commercial benchmarks 

with a 512KB two-pipelined cache instead of a 32KB non-pipelined cache, we found with what 

conditions the multi-user commercial workloads would execute faster on our dynamic superscalar 

processor with the two-pipelined cache.
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