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GLOSSARY
Alchemy A reference implementation of Markov logic developed at University of Washington.
AncientText A demo project of Elementary where we help English
professors organize 140K ancient books.
clique A subgraph where every pair of nodes are connected.
correlation clustering A clustering model in machine learning where
the relationships (similarity and dis-similarity) between objects are
known instead of the actual representation of the objects.
crowdsourcing An increasingly popular problem-solving process where
tasks are distributed to an undefined group of people (as opposed
to, e.g., employees).
dependency path A path in the graph (usually a tree) of tokens in a sentence where the (directed) edges represent dependency-grammar
relations between tokens.
DeepDive A demo project of Elementary where we enhance Wikipedia
with knowledge-base contruction over 500M web pages in the ClueWeb09
corpus.
domain knowledge Knowledge about the context or environment of an
application (e.g., a KBC task).
dual decomposition A classic technique in mathematical optimization
that approximates a difficult (constrained) optimization problem
with a set of simpler problems.
Elementary Our prototype system for knowledge-base construction that
encapsulates the techniques described in this dissertation.

ix
F1 score The harmonic mean of precision and recall.
feature extraction The process of computing characteristic measurements
(e.g., Boolean or numerical variables) over the input data of statistical
inference or learning.
Felix Our prototype system for the task-decomposition approach to
Markov logic inference.
GeoDeepDive A demo project of Elementary where we help geoscientists organize information in 20K journal papers in geology.
graphical model Probabilistic graphical model, namely a framework for
succinctly representing probability distirbutions with a graph encoding conditional independency between random variables.
hypergraph A generalization of graph where each edge can connect multiple vertices.
knowledge base A database of facts or assertions.
Lagrange multiplier A classic technique in mathematical optimization to
convert a constrainted problem in an unconstrainted problem; used
by dual decomposition.
Markov logic A language that uses weighted first-order logic rules to
represent Markov random fields with Boolean variables.
MLN Markov logic network, namely a Markov logic program.
MRF Markov random field, namely an undirected graphical model representing (pair-wise) correlations between random variables.
prcision The ratio between correct positive predictions and total positive
predictions.

x
RDBMS A relational database management system.
recall The ratio between correct positive predictions and the sum of correct positive predictions and incorrect negative predictions.
statistical inference The process of making probabilistic predictions from
data, often via mathematical optimization.
statistical learning The process of computing or estimating the best statistical model based on training examples (i.e., pairs of input data
and desired predictions).
statistical significance A statistical assessment of whether measurements
of an event reflect a pattern or just chance.
Tuffy Our prototype system for Markov logic inference using an RDBMS.
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Abstract
Knowledge-base construction (KBC) is the process of populating a knowledge base (KB) with facts (or assertions) extracted from text. Bearing the
promise of being a key technology of next-generation information systems, KBC has garnered tremendous interest from both academia and
industry. A general trend in state-of-the-art KBC systems is the use of
statistical inference and learning, which allow a KBC system to combine a
wide range of data resources and techniques. In particular, two general
techniques have gained significant interest from KBC researchers: the
distant supervision technique for statistical learning, and the Markov logic
framework for statistical inference.
This dissertation examines the application of distant supervision and
Markov logic to web-scale KBC. Specifically, to fill a gap in the literature,
we perform a systematic study on distant supervision to evaluate the impact of input sizes on the quality of KBC, hence providing guidelines for
KBC system builders. While Markov logic has been shown to be effective
for many text-understanding applications including KBC, the scalability
of statistical inference in Markov logic remains a critical challenge. Inspired by ideas from data management and optimization, we propose
two novel approaches that scale up Markov logic by orders of magnitude.
Furthermore, we encapsulate our research findings into a general-purpose
KBC system called Elementary, and deploy it to build a demonstration
called DeepDive that reads hundreds of millions of web pages to enhance
Wikipedia. Based on the above contributions, this dissertation shows that
the distant supervision technique for statistical learning and the Markov
logic framework for statistical inference are indeed effective approaches to
web-scale KBC.

1

Introduction

1

Knowledge-base construction (KBC) is the process of populating a knowledge base (KB) with facts (or assertions) extracted from text. It has recently received tremendous interest from academia, e.g., KnowItAll [33],
DBLife [28], NELL [17], YAGO [57, 84], and from industry, e.g., IBM’s
DeepQA [39], Microsoft’s EntityCube [149], and Google’s Knowledge
Graph.1 To achieve high quality, these systems leverage a wide variety
of data resources and KBC techniques. A crucial challenge that these
systems face is coping with imperfect or conflicting information from
multiple sources [140]. To address this challenge, a growing trend is to
use machine learning and statistical inference.
In particular, two general techniques have gained significant interest from KBC researchers: the distant supervision technique for statistical
learning [17, 51, 84, 141, 144, 149], and the Markov logic framework for
statistical inference [84, 110, 126, 133, 149]. Toward the goal of applying
these approaches to web-scale KBC, this dissertation examines several
key scalability issues for these techniques. The studies presented in this
dissertation demonstrate that the distant supervision technique for statistical learning and the Markov logic framework for statistical inference are
indeed effective approaches to web-scale KBC. Below is a summary of our
main contributions:
1. Distant Supervision for Statistical Learning. To fill a gap in the literature, we have performed a systematic study [148] to empirically validate
the effectiveness of scaling the amount of input data resources for distant supervision [82], an increasingly popular machine-learning technique
for KBC. Our results shed light on how different input data resources
contribute to the quality of KBC.
1

http://www.google.com/insidesearch/features/search/knowledge.html

2

Figure 1.1: Sample facts about Barack Obama, Elon Musk, and Microsoft that
are extracted by DeepDive. The numbers in brackets indicate how many times a
fact is mentioned. The blue and red color tags indicate frequency and recency.

2. Markov Logic for Statistical Inference. A key technical challenge
for applying statistical methods to KBC is scalability [140]. Inspired by
ideas from data management and optimization, we have designed and
implemented several novel approaches to statistical inference in Markov
logic [103], a statistical-inference framework that has been used in many
text-understanding applications (including KBC). These approaches achieve
orders of magnitude higher efficiency than prior approaches [87, 88].
3. Demonstration. Based on the above research findings, we have developed an end-to-end domain-independent KBC platform called Elementary [90]. Using Elementary, we have built a web-scale KBC system
called DeepDive2 that performs deep linguistic analysis and sophisticated
2

http://hazy.cs.wisc.edu/deepdive

3
statistical processing over hundreds of millions of web pages to enrich
Wikipedia3 (see Figure 1.1). In addition, we have applied Elementary to
build KBC systems over a 140K-ancient-book corpus for English professors,
and over a collection of 20K journal papers for geoscientists.

1.1

Problem Space and Challenges

The ultimate goal of this dissertation is to build a web-scale knowledgebase construction system using statistical inference and learning. We
believe that we have accomplished this goal as the techniques in this dissertation and the DeepDive demonstration [89] support our central thesis:
the distant supervision technique for statistical learning and the Markov
logic framework for statistical inference are indeed effective approaches to
web-scale KBC. We briefly describe the problem space of this dissertation.
(Further discussion of related work can be found in Chapter 2.)
Knowledge-base construction is closely related to information extraction,
knowledge harvesting, and machine reading, all of which strive to devise
algorithms or build systems that help machines (or human analysts) “make
sense of” data without explicit semantics; e.g., natural-language text and
HTML tables. An example KBC task is to populate a biographical database
(covering, e.g., people’s names, professions, affiliations, etc.) from news
and blog articles. The main focus of this dissertation is building KBC systems
rather than inventing or improving individual KBC algorithms: the goal
is to build a KBC system that is able to integrate diverse data resources and
algorithms (Chapter 3). (Although the techniques in this dissertation can
be potentially applied to the emerging field of open information extraction [34,
141, 146], we exclusively focus on the scenarios where the target knowledge
base has a specified schema.)
Indeed, to construct high-quality knowledge bases from text, researchers
3

http://en.wikipedia.org

4
have considered a wide range of data resources and techniques (Chapter 2);
e.g., pattern matching with dictionaries listing entity names [107], bootstrapping from existing knowledge bases like Freebase4 and YAGO [125],
disambiguation using web links and search results [31, 48], rule-based
extraction with regular expressions curated by domain experts [21, 28],
training statistical models with annotated text [70], etc. All these resources
are valuable because they are complementary in terms of cost, quality,
and coverage; ideally one would like to be able to use them all. To take
advantage of different kinds of data resources, a major problem that KBC
systems face is coping with imperfect or conflicting information from multiple sources [140]. (We use the term “information” to refer to both data
and algorithms that can be used for a KBC task.) To address this issue,
several recent KBC projects [17, 57, 71, 84, 149] use statistical inference and
learning to combine different data resources.
In particular, two generic techniques have gained significant interest
in the KBC community: (1) the distant supervision technique [82] that addresses the scarcity issue of training data when applying statistical learning
to KBC, and (2) the Markov logic framework for statistical inference [103]
that is able to incorporate diverse signals such as those listed above. Sample KBC systems employing either or both techniques include NELL [17],
SOFIE [126], Prospera [84], KnowItAll [33], Snowball [1], StatSnowball/EntityCube [149], LUCHS [51], and Kylin [141, 144]. On the other hand,
the generality of these two techniques makes it possible to build a general
KBC system with these techniques at the core. Following this trend, this
dissertation addresses the scalability issues of these two techniques:
Scaling Distant Supervision To handle the sheer variations of textual
expressions to refer to an entity or mention a relationship, KBC systems
often use statistical learning. Statistical learning, however, requires train4

http://freebase.com

5
ing examples such as manual annotations that are scarce resources. To
address this challenge, an increasingly popular technique is distant supervision [82], where one mitigates such scarcity by generating lower-quality but
high-volume training data from scalable data sources such as text corpora,
existing knowledge bases, and human feedback via crowdsourcing.
Although the distant supervision technique has been shown to be
effective in many KBC tasks [17, 84, 149], it was unclear how the amount of
input quantitatively impacts the quality of KBC. To fill this gap and provide
guidelines for KBC, we perform a detailed quantitative study on distant
supervision (Chapter 4).
Scaling Markov Logic To integrate diverse signals and techniques for
KBC (including the statistical models learned via distant supervision),
researchers have applied a statistical inference framework called Markov
logic [103] to a wide range of text-related applications. In Markov logic,
one can write first-order logic rules with weights (that intuitively model
our confidence in a rule); this allows one to capture rules that are likely,
but not certain, to be correct. When trying to apply Markov logic to KBC,
we found that state-of-the-art Markov logic systems such as Alchemy5 do
not scale to our datasets.
To address this issue, state-of-the-art KBC systems that employ Markov
logic typically implement inference algorithms customized for the particular Markov logic programs that they use [84, 110, 126, 133, 149]. The
downside is that they are not able to support rules or correlations that
their specialized inference algorithms cannot handle. However, extensive
experiments have shown that such rules or correlations can significantly
improve the quality of KBC [90, 97, 98, 99, 120]. As a result, we design,
implement, and evaluate two novel but orthogonal approaches that scale
up general Markov logic inference by leveraging data management and op5

http://alchemy.cs.washington.edu

6
timization techniques. These approaches are embodied in our open-source
Tuffy6 (Chapter 5) and Felix7 (Chapter 6) systems.

1.2

Technical Contributions

The technical contributions of this dissertation can be divided into four
parts: the Elementary architecture to knowledge-base construction, a
systematic study of distant supervision, and two novel techniques for
scaling Markov logic inference. These contributions collectively support
our thesis that the distant supervision technique for statistical learning and
the Markov logic framework for statistical inference are indeed effective
approaches to web-scale KBC. We briefly describe each of them below.
Elementary Architecture to KBC Elementary is our prototype KBC system that is able to combine diverse data resources and different KBC
techniques via machine learning and statistical inference to construct
knowledge bases [90]. Using Markov logic, Elementary accepts both
domain-knowledge rules and classical machine-learning models such
as conditional random fields, thereby integrating different data resources
and KBC techniques in a principled manner. Using Elementary, we have
implemented a solution to the TAC-KBP challenge8 with quality comparable to the state of the art, as well as a demonstration system called
DeepDive [89] that automatically and continuously enriches Wikipedia
with structured data by reading millions of web pages on a daily basis. To
quantitatively validate the effectiveness of Elementary’s approach to KBC,
we experimentally show that its ability to incorporate diverse signals has
positive impacts on the quality of many KBC tasks.
6

http://hazy.cs.wisc.edu/tuffy
http://hazy.cs.wisc.edu/felix
8
http://nlp.cs.qc.cuny.edu/kbp/2010/
7

7
Quantitative Study of Distant Supervision Distant supervision is an
increasingly popular technique in KBC. There had been, however, no
study evaluating how the scale of input data impacts the quality of distant
supervision. To fill this gap, we empirically assess the impact of big data
versus the crowd: we use up to 100M documents and tens of thousands of
crowd-sourced human labels. We find that, while increasing the corpus
size consistently and significantly improves quality (precision and recall),
human feedback has a significant impact only when accompanied by a
large corpus [148]. We observe that distant supervision is often recall
gated. Thus, a rule of thumb for developing distant supervision-based
KBC systems is that one should prioritize maximizing the diversity of
features and the coverage of training corpus.
Scaling Markov Logic using an RDBMS Tuffy is based on the observation that MLN inference consists of a grounding step that essentially
performs relational operations, and a search (or sampling) step that often
comprises multiple independent subproblems [87]. In contrast to Alchemy
that essentially performs grounding with hard-coded nested-loop joins,
Tuffy translates grounding into SQL statements and uses a relational
database management system (RDBMS) to execute them. This enables
Tuffy to achieve orders of magnitude speed-up compared to Alchemy.
The grounding step results in a graphical model called a Markov random
field (MRF) that is the input to the search step. The MRF can be orders
of magnitude larger than the input (evidence) database, and so may not
fit in memory. To scale up the search step, Tuffy decomposes the MRF
into multiple partitions, and solves each partition (in memory) in turn. A
serendipitous consequence of such partitioning is that the search efficiency
and result quality may improve substantially. We empirically validate this
phenomenon and theoretically quantify such improvement.

8
Scaling Markov Logic via Task Decomposition Felix is based on the
observation that an MLN program (especially those for KBC) often contains routine subtasks such as classification and coreference resolution;
these subtasks have specialized algorithms with high efficiency and quality.
Thus, instead of solving a whole MLN with generic inference algorithms
(which we call monolithic approaches), we could split the program into
multiple parts and solve subtasks with corresponding specialized algorithms [88]. However, because different subtasks may share the same relation, there may be conflicts between predictions from different subtasks.
To address this challenge, Felix employs the classic dual decomposition technique that resolves conflicts by passing messages between subtasks. We
experimentally validate that, on simple MLNs, Felix achieves similar performance as monolithic inference approaches (e.g., Tuffy and Alchemy);
on complex MLNs, Felix substantially outperforms monolithic inference.

1.3

Outline

The remainder of this dissertation is organized as follows. In Chapter 2,
we cover background material and related work on KBC as well as on
statistical inference and learning. In Chapter 3, we describe the conceptual
model and architecture of Elementary, as well as the effectiveness of
incorporating diverse signals into a KBC task. In Chapter 4, we present a
systematic and quantitative study on the distant supervision technique for
KBC. In Chapters 5 and 6, we describe how we scale Markov logic using
an RDBMS and a task-decomposition approach, respectively. We conclude
in Chapter 7.
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2

Preliminaries

We first describe three pieces of critical background material for this dissertation: (1) what signals (including data resources and techniques) are
commonly used in KBC, (2) how these signals can be combined via statistical modeling, and (3) how to perform inference and learning on these
statistical models. In Section 2.5, we describe further related work.

2.1

Knowledge-base Construction

We describe several common data resources and techniques for KBC.
2.1.1

Data Resources

We briefly recall two common types of data resources that are valuable for
achieving high quality in KBC: mention-level data that deal with the structure in text, and entity-level data that deal with the structure in the target
knowledge base (e.g., typing of relation arguments and constraints among
relations). The distinction between mentions and entities is illustrated in
Figure 2.1.
Men+ons	
  

En+ty	
  

President Obama signed the bill.!
Refers	
  to	
  
Mr. Obama was my student.!

Figure 2.1: Illustrating mentions in text of the entity Barack Obama.

Mention-level Data Mention-level data are textual data with mentions
of entities, relationships, events, etc., or linguistic resources modeling
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a (natural) language itself. Mentions in a natural language are the raw
data from which KBC data is primarily extracted. They provide examples of the variety of ways humans, writing for other humans, encode
knowledge. They serve as the media of information to be extracted as
well as examples of how information is encoded. Mention-level data are
usually the primary input to a KBC task; they are often in the form of
raw text corpora and sometimes also include annotated text. One could
use annotated text to train statistical information extraction models (e.g.,
CRFs [70]). There are also unsupervised methods to make use of less structured mention-level data: a natural-language text corpus could be used
to build statistical language models [73]; one could derive from anchor
texts (of Wikipedia pages or web pages) how frequently an expression is
used to refer to an entity and use this information to help disambiguate
entity mentions [48]. Mention-level models are intermediate summaries
of the structure in mention-level data. Examples include part-of-speech
tags and parse trees of the input text, co-occurrence statistics of noun
phrases and verb phrases [73], linguistic patterns or regular expressions
for specific relations (e.g., that “X was born in Y” expresses the relation
BirthPlace (X,Y)), and generic linguistic resources such as synonyms
from WordNet [44, 92, 124].
Entity-level Data Entity-level data are relational data over the domain of
conceptual entities (as opposed to language-dependent mentions). They include what are usually called knowledge bases, ontologies, and gazetteers
(e.g., YAGO [84] and Freebase1 ). On the one hand, entity-level data are typical output of KBC systems. On the other hand, existing entity-level data
resources are also valuable input for building KBC systems. For example,
one could use comprehensive ontologies like YAGO to extract mentions
of entities such as people and organizations with pattern matching. One
1

http://freebase.com
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could also use an existing knowledge base to type-check extraction results [126]; e.g., the second argument of the relation EmployedBy must be
an organization. Entity-level models refer to (first-order) logical statements
that encode common-sense (or domain-expertise) constraints and rules
over relations of interest. For example, rules like “marriage is symmetric”
and “a person’s birth date is unique” intuitively would help improve biographical relation extraction. Indeed, such high-level constraints have
been shown to have significant impacts on KBC quality [84].
2.1.2

KBC Techniques

We discuss several common techniques to make use of the above data
resources for KBC: classical rule-based approaches, classical machine
learning approaches, distant supervision, statistical inference, and human
feedback.
Classical Rule-based Approaches Classical rule-based approaches to
KBC (e.g., DBLife [28, 116] and SystemT [21, 79]) leverages the observation
that, for many KBC tasks, there are often a small number of rules that can
achieve both high precision and reasonable recall. Furthermore, because
rules tend to be intuitive and rule-based systems tend to be efficient and
scalable, rule-based approaches have the advantages of being accessible
to many developers and easy to debug. For example, to identify mentions
of people in the database research community, DBLife performs string
matching between the corpus and heuristic variations of a dictionary of
canonical person names (e.g., abbreviations and first/last name ordering).
Because these heuristics cover most commonly used variation types, and
because person-name ambiguities are rare, DBLife is able to achieve both
high recall and high precision in this subtask. Furthermore, the first-order
nature of such rules (e.g., one rule can apply to a dictionary of tens of
thousands of names) means that developing rule-based KBC systems can
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be very efficient. Another reason for the effectiveness of rule-based KBC
is that the input to many KBC tasks are semi-structured text (e.g., HTML).
Such semi-structured documents tend to share a handful of structures
(e.g., if they originate from a small number of websites). Therefore, one
could develop a few extraction rules to handle a large number of input
documents. The development process of rule-based KBC systems is increasingly being assisted by statistical techniques [7, 68, 69, 79, 79, 83, 109].
Classical Machine Learning Approaches Classical machine learning
approaches [19, 22, 70, 82], on the other hand, target KBC tasks that cannot
be reasonably covered by a small set of deterministic rules. For example,
to extract HasSpouse relationships from English text, one would be hard
pressed to enumerate a set of possible expressions with high precision
and high recall. To address this issue, classical statistical approaches employ machine learning models such as logistic regression and conditional
random fields [70, 130] to learn model parameters from training examples,
e.g., annotations of sentences that mention a HasSpouse relationship. A
trend in classical statistical KBC approaches is to incorporate high-level
knowledge (rules) such as “similar text spans are more likely to have the
same label” [40, 129].
Distant Supervision High-quality annotation data are usually scarce
and expensive to obtain. Distant supervision is an increasingly popular
technique to use entity-level data to generate (silver-standard) annotations
from mention-level data [15, 23, 46, 82]. The idea is to use the facts in an
existing knowledge base to heuristically identify fact mentions in a text
corpus via entity-mention mapping. For example, to populate a relation
about people’s birth places, one may start with a small set of tuples such as
BirthPlace(Obama, Hawaii). Then one could consider sentences mentioning both “Obama” and “Hawaii” (e.g., “Obama was born in Hawaii”) as
positive examples. Textual patterns like “was born in” would then emerge

13
as being indicative for the BirthPlace relation and be used to extract more
facts. The significance of this technique is that we can get large amounts
of training data without human input. While distant supervision often
generates noisy examples, the hope is that machine learning techniques
(e.g., `1 -regularization [149]) as well as redundancies in the training data
help reduce such noisiness and select truly indicative patterns.
Distant supervision is widely used in recent KBC systems; e.g., NELL [17],
Prospera [84], KnowItAll [33], Snowball [1], StatSnowball/EntityCube [149],
LUCHS [51], and Kylin [141, 144]. To the best of our knowledge, Craven
and Kumlien [23] were the first to apply distant supervision in a statistical
learning-based approach. To improve the quality of distant supervision,
there is recent work that incorporates probabilistic rules to the trained
statistical model so as to counter the noises in distantly supervised examples [50, 106, 147].
Statistical Inference A recent trend of KBC is to integrate domain knowledge (e.g., in the form of heuristic rules or constraints) into statistical
modeling and then perform statistical inference; e.g., NELL [17, 71] that
tries to maintain consistency between several different extraction components, SOPHIE/Prospera [84, 126, 133] that incorporate entity typing
and common-sense constraints, and StatSnowball/EntityCube [149] that
enforces cross-relation constraints such as “IsHusband and IsWife are
symmetric.” A particularly popular statistical inference framework is
Markov logic [84, 126, 133, 149]. To address the scalability challenges of
Markov logic inference, these systems implement specialized inference
algorithms customized for the particular MLN programs that they use. In
contrast, Elementary scales Markov logic inference in general instead of
for particular MLN programs. We validate the advantage of this approach
in Section 3.4.
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Human Feedback Developing KBC systems should be a continuous process – a KBC system is built and deployed, and then iteratively improved
as more and more human feedback is integrated. Human feedback may
come from different sources, e.g., developers who can spot and correct systematic errors, end-users who can provide low-level (e.g., sentence-level)
feedback, and workers on crowdsourcing platforms who can generate
large volumes of annotations. We can directly incorporate such human
feedback to improve KBC result quality. Furthermore, we may use human
feedback as additional training data (e.g., on top of distant-supervision
training data) to improve the KBC system itself. An example KBC system
that automatically incorporates user feedback is DBLife [18].

2.2

Statistical Modeling

Let X be a set of variables whose values are observed (i.e., evidence), and
Y a set of random variables that are possibly related to X and to each
other. For simplicity, we assume that both X and Y consist of only Boolean
variables. It is straightforward to generalize the following definitions to all
discrete variables. A probability distribution over a set of Boolean variables,
P
say Y, is a function p : {0, 1}|Y| 7→ R+ such that y∈{0,1}|Y| p(y) = 1. Denote
by P(Y) the set of all possible probability distributions over Y, then a
statistical model M : {0, 1}|X| 7→ P(Y) is a function that maps each possible
evidence state x ∈ {0, 1}|X| to a distribution over Y.2 Depending on how
specialized or generic a statistical model is and how it is represented, there
are many kinds of statistical models. We describe several types of statistical
models that are most related to this dissertation. We start with specialized
statistical models characterized by the correlation structure over X and Y,
then describe general graphical models, and lastly discuss Markov logic
that use first-order representations for the correlation structure.
2

Note to experts: we focus on discriminative and undirected models.
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2.2.1

Specialized Statistical Models

yi#
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w2$

xi1$

w3$

xi2$

xi3$

Figure 2.2: Correlation structures of logistic regression. Shaded circles are
evidence variables, hollow circles are variables to be predicted, and shaded squares
indicate correlations between variables. Each square is associated with a function.
Denote by s the sum of all squares’ function values given an assignment y, then
the probability Pr[Y = y] ∝ exp{s}.
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Figure 2.3: Correlation structure of conditional random fields. Without (resp.
with) g and the dashed links, this model is a linear-chain (resp. skip-chain) CRF.

Logistic Regression A logistic regression model [47] assumes that each
random variable yi ∈ Y is independent of each other and that each Yi
is related to exactly k evidence variables xi = (xi1 , . . . , xik ). More precisely, a logistic regression model is determined by k parameters w ≡
(w1 , . . . , wk ) ∈ Rk :
Pr[Yi = 0] =

1
;
1 + exp{w · xi }

Pr[Yi = 1] =

exp{w · xi }
.
1 + exp{w · xi }
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Intuitively, xij has an influence on yi only if xij = 1 (sometimes called
“activated”); the higher the magnitude of wj , the more influence xij has on
yi . Moreover, positive wj ’s “vote” toward yi = 1 whereas negative wj ’s
“vote” toward yi = 0; in particular, w = 0 models the uniform distribution.
The joint distribution is simply a product:
Y

Pr[Y = y] =

Pr[Yi = yi ]

16i6|Y|

Figure 2.2 illustrates the correlation structure of logistic regression.
The advantage of logistic regression models is their simplicity, but the
downside is that it is not able to model correlations over Y.
Conditional Random Fields Conditional random fields (CRF) [70] extend logistic regression by also modeling correlations over Y. We describe
the most commonly used CRF models: linear-chain CRFs. Linear-chain
CRFs assume that the correlation structure over Y forms one or more
sequences. Different sequences are independent to each other; for simplicity, we focus on one sequence. More precisely, let Y = {Y1 , . . . , Yn }, then
there are direct correlations between Yi and Yi+1 for 1 6 i 6 n − 1: Yi
not only depends on xi but also depends on the values of Yi−1 and Yi+1 .
Moreover, such dependency may not be as simple as the weight vector w
in logistic regression; instead, we model such dependency using a factor
function f : {0, 1}k+2 7→ R of the form f(xi , yi−1 , yi ). Assuming dummy
value y0 = 0, then the joint distribution is defined as
 n

X
1
Pr[Y = y] = exp
f(xi , yi−1 , yi ) ,
Z
i=1
where
Z=



X

n
X

exp
y∈{0,1}n

i=1


f(xi , yi−1 , yi ) .
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In general, the factor function f could be further decomposed into a
weighted sum to model signals that are intuitively independent, e.g.,
f(xi , yi−1 , yi ) =

k
X

λj fj (xij , yi−1 , yi ),

j=1

where fj might be Boolean functions and {λj ∈ R}kj=1 comprise the parameters of this CRF.
Such CRF models are frequently used to label sequential data such as
text; e.g., labeling each token in a citation as AUTHOR or TITLE. There, two
neighboring tokens intuitively have correlations such as “if neither token is
a punctuation, then they are likely of the same label.” Extending this idea
further, one may also introduce correlations between non-neighboring
tokens. For example, the skip-chain CRF model [129] extends linear-chain
CRFs with additional factor functions between distant nodes; e.g., one
may add a factor function g(yi , yj ) between tokens i, j if they have the
same word (i.e., xi1 = xj1 assuming x·1 indicates the word of a token) to
encourage yi = yj . To incorporate g, we redefine

Pr[Y = y] =


n
X

X

1
exp
f(xk , yk−1 , yk ) +

Z
i,j:x
k=1

i1 =xj1



g(yi , yj )



,

where Z is redefined accordingly. An example of g is g(yi , yj ) = 1−|yi −yj |.
Figure 2.3 illustrates the correlation structures of linear-chain and skipchain CRF models.
2.2.2

Graphical Models

We can generalize LR and CRF to a broad class of probabilistic distributions called graphical models [63, 130, 137]. The intuition is that, extending
the correlation structures in Figure 2.3, we can actually allow arbitrary
correlation factors (i.e., the shaded squares) over the variables. Formally,
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(a)$MRF$
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Figure 2.4: Alternative representations of the same graphical model.
denote by P(V) the power set of a set V. Let F ⊆ P(X ∪ Y) be a set of
factors; each factor A ∈ F is associated with a function fA : {0, 1}A 7→ R.
The probability distribution is then defined by

1
Pr[Y = y] = exp
Z
where
Z=



X

X

fA (xA , yA ) ,

A∈F

X

exp
y∈{0,1}Y




fA (xA , yA ) .

A∈F

Depending on what one wants to emphasize in an (undirected) graphical model, there are several different views:
1. To emphasize the dependency relationships between variables, Markov
random fields (MRF) [63] represent a graphical model using a graph
with nodes representing variables and cliques representing factors
(see Figure 2.4(a)).
2. To explicitly show the correlation structure, factor graphs [67] represent a graphical model as a bipartite graph between variables and
factors (see Figure 2.4(b)).
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Figure 2.5: A graphical model representing correlation clustering.

3. To emphasize the fact that one could consider the distribution over
Y as being conditional on X, conditional random fields (CRF) [130]
tend to emphasize the distinction between X and Y (see Figure 2.3).
To demonstrate the expressiveness of graphical models, let us consider
an example.
Example 2.1. Correlation clustering (CC) [9, 27] is a common task for coreference
resolution (coref) [98, 119], e.g., given a set of strings (say phrases in a document)
we want to decide which strings represent the same real-world entity. The input
to a CC task is a graph G = (V, E) with edge weights w : E 7→ R; the output is
a partitioning V = V1 ∪ · · · ∪ Vk for some integer 1 6 k 6 |V|. Equivalently,
we can represent such a partitioning with an equivalence relation R ⊆ V × V
that satisfies the reflexivity, symmetry, and transitivity properties; i.e., R(x, y)
iff nodes x and y belong to the same partition. Each valid R incurs a cost (called
disagreement cost)
costcoref (R) =

X

|w((x, y))| +

X

x,y:(x,y)/
∈R

x,y:(x,y)∈R

and w((x,y))>0

and w((x,y))<0

|w((x, y))|.

The objective is to find an R with the minimum cost. To model CC using graphical
models, let evidence variables X = ∅, prediction variables Y = {yuv |(u, v) ∈
V × V} s.t. yuv = 1 iff (u, v) ∈ R. There are four types of factors (see Figure 2.5):
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1. Reflexivity: for each yvv ∈ {yvv | v ∈ V}, f1 (yvv ) = 0 if yvv = 1 and
−∞ otherwise.
2. Symmetry: for each yuv , f2 (yuv , yvu ) = 0 if yuv = yvu and −∞ otherwise.
3. Transitivity: for each yuv and yvz , f3 (yuv , yvz , yuz ) = −∞ if yuv =
yvz = 1 but yuz = 0, and 0 otherwise.
4. Affinity: for each e = (u, v) ∈ E, f4 (yuv ) = −|w(e)| if w(e)(2yuv −1) <
0 and 0 otherwise.
Then one can see that the probability of an invalid partitioning R is 0 and the
probability of each valid partitioning R is
1
exp {−costcoref (R)}
Z

X

where Z =
R:R

exp {−costcoref (R)} .

is valid

Thus, solving CC is equivalent to finding the most likely state of Y.
2.2.3

Markov Logic

From the above LR, CRF, and CC examples, we see that the factors in a
graphical model can often be grouped into a small number of templates.
Each of these specialized models is characterized by its templates: e.g., a
linear-chain CRF model is defined by unigram and bigram factors, and
a CC model is defined by the four types of factors in Figure 2.5. Thus, a
valuable tool for statistical modeling is a framework to succinctly specify
such templates in general. There are several such frameworks, e.g., Factorie [78] uses Java and Markov logic [30, 87, 103] uses weighted first-order
logic rules. We focus on Markov logic, which is a core component of Elementary. We briefly describe Markov logic using an example that extracts
affiliations between people and organizations from web text.
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Schema
pSimHard(per1, per2)
pSimSoft(per1, per2)
oSimHard(org1, org2)
pSimSoft(org1, org2)
coOccurs(per, org)
homepage(per, page)
oMention(page, org)
faculty(org, per)
∗affil(per, org)
∗oCoref(org1, org2)
∗pCoref(per1, per2)
weight
+∞
+∞
+∞
6
2
+∞
8
3
4
...

Evidence
coOccurs(‘Ullman’, ‘Stanford Univ.’)
coOccurs(‘Jeff Ullman’, ‘Stanford’)
coOccurs(‘Gray’, ‘San Jose Lab’)
coOccurs(‘J. Gray’, ‘IBM San Jose’)
coOccurs(‘Mike’, ‘UC-Berkeley’)
coOccurs(‘Mike’, ‘UCB’)
coOccurs(‘Joe’, ‘UCB’)
faculty(‘MIT’, ‘Chomsky’)
homepage(‘Joe’, ‘Doc201’)
oMention(‘Doc201’, ‘IBM’)
···
Rules

rule
pCoref(p, p)
pCoref(p1, p2) => pCoref(p2, p1)
pCoref(x, y), pCoref(y, z) => pCoref(x, z)
pSimHard(p1, p2) => pCoref(p1, p2)
pSimSoft(p1, p2) => pCoref(p1, p2)
faculty(o, p) => affil(p, o)
homepage(p, d), oMention(d, o) => affil(p, o)
coOccurs(p, o1), oCoref(o1, o2) => affil(p, o2)
coOccurs(p1, o), pCoref(p1, p2) => affil(p2, o)

(F1 )
(F2 )
(F3 )
(F4 )
(F5 )
(F6 )
(F7 )
(F8 )
(F9 )

Figure 2.6: An example MLN program that performs three tasks jointly: 1. discover affiliation relationships between people and organizations (affil); 2. resolve
coreference among people mentions (pCoref); and 3. resolve coreference among
organization mentions (oCoref). The remaining eight relations are evidence
relations. In particular, coOccurs stores person-organization co-occurrences;
∗Sim∗ relations are string similarities.

Syntax A Markov logic program (aka Markov logic networks, or MLN)
consists of three parts: schema, evidence, and rules (see Figure 2.6). To tell
Elementary what data will be provided or generated, the user provides a
schema. Some relations are standard database relations, and we call these
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relations evidence. Intuitively, evidence relations contain tuples that we
assume are correct. In the schema of Figure 2.6, the first eight relations
are evidence relations. For example, we know that ‘Ullman’ and ‘Stanford
Univ.’ co-occur in some web page, and that ‘Doc201’ is the homepage of
‘Joe’. In addition to evidence, there are also relations whose content we do
not know; they are called query relations. A user may ask for predictions
on some or all query relations. For example, affil is a query relation
since we want to predict affiliation relationships between persons and
organizations. The other two query relations are pCoref and oCoref, for
person and organization coreference, respectively.
In addition to schema and evidence, we also provide a set of MLN
rules encoding our knowledge about the correlations and constraints over
the relations. An MLN rule is a first-order logic formula associated with a
real number (or infinity) called a weight. Infinite-weighted rules are called
hard rules, which means that they must hold in any prediction that the
MLN system makes. In contrast, rules with finite weights are soft rules: a
positive weight indicates confidence in the rule’s correctness.3
Example 2.2. An important type of hard rule is a standard SQL query, e.g., to
transform the results for use in the application. A more sophisticated example of
hard rule is to encode that coreference has a transitive property, which is captured
by the hard rule F3 . Rules F8 and F9 use person-organization co-occurrences
(coOccurs) together with coreference (pCoref and oCoref) to deduce affiliation
relationships (affil). These rules are soft since co-occurrence in a webpage does
not necessarily imply affiliation.
Intuitively, when a soft rule is violated, we pay a cost equal to the absolute value of its weight (described below). For example, if coOccurs(‘Ullman’,
3
Roughly these weights correspond to the log odds of the probability that the statep
ment is true. (The log odds of probability p is log 1−p
.) In general, these weights do not
have a simple probabilistic interpretation [103].
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‘Stanford Univ.’) and pCoref(‘Ullman’, ‘Jeff Ullman’), but not affil(‘Jeff
Ullman’, ‘Stanford Univ.’), then we pay a cost of 4 because of F9 .
Similarly, affiliation relationships can be used to deduce non-obvious
coreferences. For instance, using the fact that ‘Mike’ is affiliated with both
‘UC-Berkeley’ and ‘UCB’, Elementary may infer that ‘UC-Berkeley’ and
‘UCB’ refer to the same organization (rules on oCoref are omitted from
Figure 2.6). If Elementary knows that ‘Joe’ co-occurs with ‘UCB’, then it is
able to infer Joe’s affiliation with ‘UC-Berkeley’. Such interdependencies
between predictions are sometimes called joint inference.
Semantics An MLN program defines a probability distribution over
possible worlds. Formally, we first fix a schema σ (as in Figure 2.6) and a
domain D. Given as input a set of formulae F̄ = F1 , . . . , FN with weights
w1 , . . . , wN , they define a probability distribution over possible worlds as
follows. Given a formula Fk with free variables x̄ = (x1 , · · · , xm ), for
each d̄ ∈ Dm we create a new formula gd̄ called a ground formula where
gd̄ denotes the result of substituting each variable xi of Fk with di . We
assign the weight wk to gd̄ . Denote by G = (ḡ, w) the set of all such
weighted ground formulae of F̄. Essentially, G forms a Markov random
field (MRF) [63] over a set of Boolean random variables (representing
the truth value of each possible ground tuple). Let w be a function that
maps each ground formula to its assigned weight. Fix an MLN F̄, then for
any possible world (instance) I, we say a ground formula g is violated if
w(g) > 0 and g is false in I, or if w(g) < 0 and g is true in I. We denote
the set of ground formulae violated in a world I as V(I). The cost of the
world I is
X
costMLN (I) =
|w(g)|
(2.1)
g∈V(I)

Through costMLN , an MLN defines a probability distribution over all instances using the exponential family of distributions (that are the basis for
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faculty(MIT,$Chomsky)$
homepage(Chomsky,$D1)$

F6$
F7$

oMen9on(D1,$MIT)$

pCoref(Chomsky,$Noam)$

F9$

coOccurs(Noam,$MIT)$

aﬃl(Chomsky,$MIT)$

Figure 2.7: A portion of the graphical model represented by the MLN in Figure 2.6.

graphical models [137]):
Pr[I] = Z−1 exp {−costMLN (I)}
where Z is a normalizing constant.
Connection with Graphical Models An MLN essentially encodes a
graphical model with X being all evidence tuples, and Y being all unknown tuples. Each MLN rule compactly represents a family of factors:
let Fi be a formula with k literals, then Fi defines a factor function of the
form fi : {0, 1}k 7→ {0, −|wi |}. Each factor function takes value −|wi | if
and only if the corresponding ground formulae is violated. Figure 2.7
illustrates a small portion of the graphical model represented by the MLN
in Figure 2.6.
To better understand the semantics of MLNs, consider the following
example.
Example 2.3. If the MLN contains a single rule, then there is a simple probabilistic interpretation. Consider the rule R(‘a 0 ) with weight w. Then every
possible world that contains R(‘a 0 ) has the same probability. Assuming that
there are an equal number of possible worlds that contain R(‘a 0 ) and do not,
then the probability that a world contains R(‘a 0 ) according to this distribution
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is ew /(ew + 1). In general, however, it is not possible to give such a direct
probabilistic interpretation [103].

2.3

Statistical Inference

There are two main tasks on a statistical model: (1) inference, namely the
process of making predictions given evidence and a statistical model; and
(2) learning, namely to find optimal correlation structure or parameters
within a certain family of statistical models given example pairs of evidence
and desired predictions. Because learning typically involves inference
as subroutines, we present several common inference algorithms in this
section and defer learning to the next section.
Inference Types There are two main types of inference with statistical
models: MAP (maximum a posterior) inference, where we want to find a
most likely assignment Y = y, and marginal inference, where we want to
compute the marginal probability of each unknown variable in Y. For
some specialized statistical models such as LR and CRF, there are efficient
algorithms for inference. For general graphical models or MLNs, both
types of inference are intractable, but there are approximate algorithms.
2.3.1

Inference on Specialized Models

We describe inference algorithms for LR, CRF, and CC.
Logistic Regression Inference on LR models is straightforward [47]: one
only needs to directly apply the model definition to compute the dot
product between the weight vector w and evidence variables x and then
calculate the logistic function 1+e1 −x . If the evidence data are stored in an
RDBMS, one could also perform LR inference with user defined aggregates
(UDA).
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Algorithm 1 Viterbi algorithm for MAP inference on linear-chain CRFs [70]
Input: A linear-chain CRF model (using notations in Section 2.2.1)
Output: A most likely state y∗ = arg maxy Pr[Y = y]
1: Initialize matrix V(i, y) ← 0 for 1 6 i 6 n and y ∈ {0, 1}
2: Initialize base cases V(1, y) ← exp{f(x1 , 0, y)} for y ∈ {0, 1}
3: for k = 2 to n do
4: // Recurse according to the bigram factors
5: V(k, y) ← maxy 0 V(k − 1, y 0 ) exp{f(xk , y 0 , y)} for y ∈ {0, 1}
∗
6: yk
← arg maxy V(k, y) for 1 6 k 6 n

Algorithm 2 Forward-backward algorithm for marginal inference on
linear-chain CRFs [70]
Input: A linear-chain CRF model (using notations in Section 2.2.1)
Output: Marginal probabilities Pr[Yi = 1] for 1 6 i 6 n
1: Initialize forward matrix A(i, y) ← 0 for 1 6 i 6 n and y ∈ {0, 1}
2: Initialize backward matrix B(i, y) ← 0 for 1 6 i 6 n and y ∈ {0, 1}
3: Base cases A(1, y) ← exp{f(x1 , 0, y)} for y ∈ {0, 1}
4: Base cases B(n, y) ← exp{f(xn , 0, y)} for y ∈ {0, 1}
5: // Forward recursion
6: for k = 2 to n do
P
0
0
7: A(k, y) =
y 0 A(k − 1, y ) exp{f(xk , y , y)} for y ∈ {0, 1}
8: // Backward recursion
9: for k = n − 1 to 1 do
P
0
0
10: B(k, y) =
y 0 B(k + 1, y ) exp{f(xk , y , y)} for y ∈ {0, 1}
11: // Calculate partitioning function
P
12: Z ←
y B(1, y)
13: Pr[Yi = 1] = A(i, 1)B(i, 1)/Z for 1 6 i 6 n
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Conditional Random Fields Linear-chain CRFs can be efficiently solved
with dynamic programming-based Viterbi algorithm (for MAP inference)
and the forward-backward algorithm (for marginal inference) [70]. Following the notations in Section 2.2.1, we describe the algorithms in Algorithm 1
and Algorithm 2, respectively.
Algorithm 3 A simple algorithm for correlation clustering [2]
Input: A graph G = (V, E) with weight function w (using notations in
Section 2.2.2)
Output: A partitioning of V = V1 , . . . , Vk for some 1 6 k 6 |V|
1: Initialize node set C = ∅ // covered nodes
2: Initialize edge set D = ∅ // retained edges
3: Select a permutation πV of V uniform at random
4: for each v in the order πV do
5: // Ignore nodes that have been covered
6: if v ∈
/ C then
// Group this node with all neighbors connected by a positive edge
7:
8:
D ← D ∪ {e = (v, u) | u ∈
/ C, w(e) > 0}
9:
// Consider all nodes in this group as being covered
10:
C ← C ∪ {v} ∪ {u | e = (v, u) ∈ E, w(e) > 0}
11: return components in H = (V, D)

Correlation Clustering Coreference or correlation clustering is a wellstudied problem [35], and there are many approximate inference techniques [2, 8, 119]. We list the pseudo-code of two such algorithms in
Algorithm 3 and Algorithm 4.
2.3.2

Inference on Graphical Models

In general, inference on graphical models is intractable. But if a graphical
model is a tree (in the factor graph representation), there are efficient
dynamic programming algorithms that perform exact inference. We de-
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Algorithm 4 An MCMC-based algorithm for correlation clustering [119]
Input: A graph G = (V, E) with weight function w (see Section 2.2.2);
M∈N
Output: A partitioning of V = V1 , . . . , Vk for some 1 6 k 6 |V|
1: Initialize singleton clusters C = {Cv = {v} | v ∈ V}
2: for i = 1 to M do
3: Randomly pick a non-empty cluster S ∈ C, a node v ∈ S, and another
cluster T 6= S
4: Calculate the change of costcoref (denoted δ) for moving v from S to T
5: With probability min(e−δ , 1), move v from S to T
6: // The move is greedy: cost-decreasing moves are always taken
7: return non-empty clusters in C

scribe inference algorithms for both this special case and general graphical
models.
Special Cases: Trees The inference algorithms for tree-shaped graphical models are essentially generalizations of the Viterbi and forwardbackward algorithms for CRFs. They pass messages between the nodes in
a graphical model. The MAP inference algorithm for tree-shaped graphical models is called MaxProduct, and the marginal inference algorithm is
called SumProduct. We display the SumProduct algorithn in Algorithm 5.
The MaxProduct algorithm is similar to SumProduct but replaces the
sum operations with max and adds a backtracking step at the end of the
algorithm.
General Graphical Models For graphical models that contain cycles, the
above SumProduct and MaxProduct no longer apply. There are several
common techniques to perform approximate inference on such graphs.
First, one could apply the junction tree technique to transform the graph
into a tree by contracting subsets of nodes in the graph. Second, a popular
approach is called (loopy) belief propagation, where we run the SumProd-
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Algorithm 5 SumProduct algorithm for marginal inference on graphical
models [67]
Input: A tree-shaped factor graph T = (V, F, E) where V = X ∪ Y (see
Section 2.2.2)
Output: Pr[Yi = 1] for Yi ∈ Y
1: Designate an arbitrary tree root Yr ∈ Y
2: Denote by par(N) (resp. chd(N)) the parent (resp. children) of a node
N
3: // Set up base cases
4: For each edge e = (v, f) ∈ E, for y ∈ {0, 1}, allocate M(v, f, y) ∈ R and
M(f, v, y) ∈ R
5: For each leaf variable node Yi ∈ Y, M(Yi , _, _) ← 1
6: For each leaf factor node A = {v} ∈ F, M(A, v, y) = fA (y) for y ∈ {0, 1}
7: // First pass: from leaves toward root
8: while ∃N ∈ V s.t. all M(chd(N), N, _) entries are filled except for
M(par(N), N, _) do
Q
9: If N ∈ Y then M(N, par(N), y) ←
K:K6=par(N) M(K, N, y) for y ∈
{0, 1}
10: If N ∈ F and P ≡ par(N) ∈ Y, then for y ∈ {0, 1}
P
Q
M(N, P, y) ← vN\{P} fN (N |P=y ) Q∈N\{P} M(Q, N, vQ ) where v =
x∪y
11: // Second pass: from root toward leaves
12: M(Yr , _, _) ← 1
13: while ∃N ∈ V s.t.
M(N, chd(N), _) entries are empty but
M(par(N), N, _) is filled do
14: for each P ∈ chd(N) do
Q
15:
If N ∈ Y then M(N, P, y) ← K:K6=P M(K, N, y) for y ∈ {0, 1}
16:
If N ∈ F, then for
Py ∈ {0, 1}
Q
M(N, P, y) ←
vN\{P} fN (N |P=y )
Q∈N\{P} M(Q, N, vQ ) where
v =x∪y
17: // Now every node has received messages from all other nodes
Q
P
Q
18: Pr[Yi = 1] ←
A M(A, Yi , 1)/{
y∈{0,1}
A M(A, Yi , 1)}
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Algorithm 6 Gibbs sampling for marginal inference on graphical models [63]
Input: A factor graph G = (V, F, E) where V = X ∪ Y; M ∈ N
Output: M samples of Y
1: Initialize Y with a random assignment y0
2: // One sample per iteration
3: for i = 1 to M do
4: yi ← yi−1
5: // The order could be randomized
6: for each variable Yj ∈ Y do
i
i
7:
Sample yji according to Pr[Yj |y−j
] where y−j
= yi \ {yj }
8: return yi for 1 6 i 6 M

uct protocol regardless of the fact that there are cycles in the graph. There
exist many optimizations for belief propagation but in general there are
no theoretical guarantees with belief propagation. A third approach is
to employ sampling-based algorithms, e.g., Monte Carlo Markov Chain
(MCMC) algorithms. As an example, we list the pseudo-code of a popular
MCMC algorithm called Gibbs sampling in Algorithm 6. The conditional
i
probability Pr[Yj |y−j
] can be efficiently computed because it depends on
only the Markov blanket of Yj , namely variables that share a factor with
Yj . Two filtering techniques are sometimes applied to Gibbs sampling
to improve the sampling quality: burn-in, where we discard the first few
samples, and thinning, where we retain every k samples for some integer
k.
2.3.3

Inference on Markov Logic

We describe state-of-the-art approaches to MLN inference as implemented
in Alchemy.
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Algorithm 7 LazyGrounding [100]
Input: an MLN and atom a to be activated
Input: Ac : currently active ground atoms
Input: Gc : currently active ground clauses
Output: expanded Ac and Gc
1: G ← ground clauses that can be violated by some assignment to a and
currently active atoms
2: Ac ← Ac ∪ {a}
3: Gc ← Gc ∪ G

Algorithm 8 WalkSAT [58, 100]
Input: A: initial active ground atoms
Input: C: initial active ground clauses
Input: MaxFlips, MaxTries
Output: σ∗ : a truth assignment to A
1: lowCost ← +∞, σ∗ ← 0
2: for try = 1 to MaxTries do
3: σ ← a random truth assignment to A
4: for flip = 1 to MaxFlips do
5:
pick a random c ∈ C that’s violated
6:
rand ← random real ∈ [0, 1]
7:
if rand 6 0.5 then
8:
atom ← random atom ∈ c
9:
else
10:
atom ← arg mina∈c δ(a)
11:
// δ(a) = costMLN (σ 0 ) − costMLN (σ)
12:
13:
14:
15:
16:
17:
18:
19:

// where σ 0 is σ with atom a flipped

if atom is inactive then
activate atom; expand A, C
// Keep track of best world seen
flip atom in σ
if costMLN (σ) < lowCost then
lowCost ← costMLN (σ), σ∗ ← σ
return σ∗
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Lazy Grounding Conceptually, we might ground an MLN formula by
enumerating all possible assignments to its free variables. However, this is
both impractical and unnecessary. Fortunately, in practice a vast majority
of ground clauses are satisfied by evidence regardless of the assignments to
unknown truth values; we can safely discard such clauses [115]. Pushing
this idea further, Poon et al. [100] proposed a method called “lazy inference”
which is implemented in Alchemy. Specifically, Alchemy works under
the more aggressive hypothesis that most atoms will be false in the final
solution, and in fact throughout the entire execution. To make this idea
precise, call a ground clause active if it can be violated by flipping zero
or more active atoms, where an atom is active if its value flips at any
point during execution (see Algorithm 7). Alchemy keeps only active
ground clauses in memory, which can be much smaller than the full set
of ground clauses. Furthermore, as on-the-fly incremental grounding is
more expensive than batch grounding, Alchemy uses the following onestep look-ahead strategy at the beginning: assume all atoms are inactive
and compute active clauses; activate the atoms that appear in any of the
active clauses; and recompute active clauses.This “look-ahead” procedure
could be repeatedly applied until convergence, resulting in an active closure.
Tuffy implements this closure algorithm.
MAP Inference with WalkSAT Because the factors of the graphical
model generated from an MLN are all conjunctive normal forms (CNF)
or disjunctive normal forms (DNF), MAP inference in MLNs can be reduced to the classic MaxSAT problem. The state-of-the-art MAP inference
algorithm for MLNs is a heuristic search algorithm called WalkSAT [58]
(see Algorithm 8). WalkSAT performs random walks over all possible
assignments to Y (i.e., unknown atoms in the MLN). At each step, it randomly picks a ground clause that is violated and fixes it in one of two
ways: flipping a randomly selected variable in this clause, or flipping the
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variable in this clause that would result in the largest drop in the total cost.
Algorithm 9 SampleSAT [139]
Input: atoms A and clauses M
Input: N // number of steps
Output: σ∗ : a truth assignment to A
1: lowCost ← +∞, σ∗ ← 0
2: σ ← a random truth assignment to A
3: for i = 1 to N do
4: pick a random c ∈ M that’s violated
5: rand ← random real ∈ [0, 1]
6: if rand 6 0.5 or costMLN (σ) > 0 then
7:
run a WalkSAT step (Algorithm 8)
8: else
9:
randomly select an atom a in c
10:
δ ← change of cost if a is flipped.
11:
with probability e−δ , flip a
12:
// Keep track of best world seen
13:
if costMLN (σ) < lowCost then
14:
lowCost ← costMLN (σ), σ∗ ← σ
15: return σ∗

Marginal Inference with MC-SAT The state-of-the-art marginal inference algorithm for MLNs is MC-SAT [96]. Motivated by the fact that the
factors compiled from an MLN are logical formulae, MC-SAT combines an
MCMC style sampling algorithm with a heuristic SAT sampling algorithm
called SampleSAT [139]. The SampleSAT algorithm in turn combines
WalkSAT with simulated annealing. The pseudo-code for SampleSAT and
MC-SAT is listed in Algorithm 9 and Algorithm 10, respectively.
2.3.4

Dual Decomposition

A classic inference technique is dual decomposition [66, 123] that can decompose a general intractable statistical model (e.g., a graphical model) into
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Algorithm 10 MC-SAT [96]
Input: atoms A and clauses C
Input: N // number of samples
Output: N samples of assignments to A
1: σ0 ← a random assignment to A satisfying all hard clauses in C
2: for i = 1 to N do
3: M ← ∅
4: // Sample from current “good”
5: // clauses for next iteration
6: for all c ∈ C not violated by σi−1 do
7:
with probability 1 − e−|w(c)| ,
M ← M ∪ {c}
8: σi ← running SampleSAT on M
9: return σi for 1 6 i 6 N
multiple pieces such that each piece (e.g., a tree) may become tractable.
We illustrate the basic idea of dual decomposition with a simple example.
Consider the problem of minimizing a real-valued function f(x1 , x2 , x3 ).
Suppose that f can be written as
f(x1 , x2 , x3 ) = f1 (x1 , x2 ) + f2 (x2 , x3 ).
Further suppose that we have black boxes to solve f1 and f2 (plus linear
terms). To apply these black boxes to minimize f we need to cope with the
fact that f1 and f2 share the variable x2 . Following dual decomposition,
we can rewrite minx1 ,x2 ,x3 f(x1 , x2 , x3 ) into the form
min

x1 ,x21 ,x22 ,x3

f1 (x1 , x21 ) + f2 (x22 , x3 ) s.t. x21 = x22 ,

where we essentially made two copies of x2 and enforce that they are identical. The significance of such rewriting is that we can apply Lagrangian
relaxation to the equality constraint to decompose the formula into two
independent pieces. To do this, we introduce a scalar variable λ ∈ R
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(called a Lagrange multiplier) and define g(λ) =
min

x1 ,x21 ,x22 ,x3

f1 (x1 , x21 ) + f2 (x22 , x3 ) + λ(x21 − x22 ).

For any λ, we have g(λ) 6 minx1 ,x2 ,x3 f(x1 , x2 , x3 ).4 Thus, the tightest
bound is to maximize g(λ); the problem maxλ g(λ) is a dual problem for
the problem on f. If the optimal solution of this dual problem is feasible
(here, x21 = x22 ), then the dual optimal solution is also an optimum of the
original program [143, p. 168].
The key benefit of this relaxation is that, instead of a single problem on
f, we can now compute g(λ) by solving two independent problems (each
problem is grouped by parentheses) that may be easier to solve:
g(λ) = min (f1 (x1 , x21 ) + λx21 )
x1 ,x21

+ min (f2 (x22 , x3 ) − λx22 ) .
x22 ,x3

To compute maxλ g(λ), we can use standard techniques such as projected
subgradient [143, p. 174]. Notice that dual decomposition can be used for
MLN inference if xi are truth values of ground tuples and one defines f to
be costMLN (I) as in Equation 2.1.

2.4

Statistical Learning

The statistical models in Section 2.2 have parameters such as the weight
vector in logistic regression and conditional random fields and the rule
weights in an MLN. To determine the “optimal” value for these parameters,
a common approach is to apply statistical learning. In addition to the
model Mw itself (with parameters w to be determined), the input also
4
One can always take x21 = x22 = x2 in the minimization, and the value of the two
objective functions are equal.
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includes a set of training examples T = {(xi , yi )}m
i=1 and an objective function
|w|
hT (w) : R 7→ R. The goal is to find arg minw hT (w).
To illustrate, consider a logistic regression model with the following
objective function
hT (w) =

m
X

log(1 + exp(−yi wT xi )) + µkwk1 .

i=1

Intuitively, the sum penalizes the “discrepancy” between the model’s prediction (i.e., wT xi ) and the ground-truth value in the example (i.e., yi ),
while the second term µkwk1 penalizes the “magnitude” of the parameters
w. µ is a “meta-parameter” that intuitively controls how much restriction we place on the magnitude of the parameters (and actually also the
“sparsity” of the parameters, i.e., how many entries of w are non-zero).
There are many algorithms for statistical learning. However, as this
dissertation does not directly address learning algorithms themselves, we
refer the reader to papers that do so; e.g., scaling statistical learning using
an RDBMS [37], parallelization [38], weight learning for Markov logic [76],
and structure learning for Markov logic [61, 62].

2.5

Additional Related Work

We discussed some background material and pioneering work on KBC in
Section 2.1. In this section, we discuss additional related work.
Knowledge-base Construction using Statistical Inference There is a
trend to build KBC systems with increasingly sophisticated statistical inference. For example, CMU’s NELL [17] integrates four different extraction
components that implement complementary techniques and consume various data resources (e.g., natural-language text, lists and tables in webpages,
and human feedback). MPI’s SOFIE/Prospera [84, 126] combines pattern-
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based relation extraction approaches with domain-knowledge rules, and
performs consistency checking against the existing YAGO knowledge base.
Microsoft’s StatsSnowball/EntityCube [149] performs iterative distant
supervision while using the `1 -norm regularization technique to reduce
noisy extraction patterns; similar to Elementary, StatsSnowball also incorporates domain knowledge with Markov logic and observed quality
benefit in doing so. Finally, behind IBM’s DeepQA project’s remarkable
success at the Jeopardy Challenge, there is a “massively parallel probabilistic evidence-based architecture” that combines “more than 100 different
techniques” [39].
Distant Supervision The idea of using entity-level structured data (e.g.,
facts in a database) to generate mention-level training data (e.g., in English
text) is a classic one: researchers have used variants of this idea to extract
entities of a certain type from webpages [15, 46]. More closely related to
relation extraction is the work of Lin and Patel [74] that uses dependency
paths to find answers that express the same relation as in a question.
Since Mintz et al. [82] coined the name “distant supervision,” there has
been growing interest in this technique. For example, distant supervision
has been used for the TAC-KBP slot-filling tasks [128] and other relationextraction tasks [17, 51, 85, 86]. In contrast, we study how increasing input
size (and incorporating human feedback) improves the result quality of
distant supervision.
In Chapter 4, we focus on logistic regression, but it is interesting future work to study more sophisticated probabilistic models; such models
have recently been used to relax various assumptions of distant supervision [50, 106, 147]. Specifically, they address the noisy assumption that,
if two entities participate in a relation in a knowledge base, then all cooccurrences of these entities express this relation. In contrast, we explore
the effectiveness of increasing the training data sizes to improve distant-
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supervision quality.
Sheng et al. [117] and Gormley et al. [43] study the quality-control
issue for collecting training labels via crowdsourcing. Their focus is the
collection process; in contrast, our goal is to quantify the impact of this
additional data source on distant-supervision quality. Moreover, we experiment with one order of magnitude more human labels. Hoffmann
et al. [49] study how to acquire end-user feedback on relation-extraction
results posted on an augmented Wikipedia site; it is interesting future
work to integrate this source in our experiments. Active learning [113] is the
idea of adaptively selecting unlabeled examples and ask for human labels.
Intuitively one would expect the strategies in active learning to help with
incorporating human feedback for distant supervision. In our preliminary
experiments on distant supervision, we experimented with several stateof-the-art active learning heuristics [72, 114]. It is interesting to further
explore the intersection between active learning and crowdsourcing.
Markov Logic There are statistical-logical frameworks similar to MLNs,
such as Probabilistic Relational Models [41] and Relational Markov Models [131]. Inference on those models also requires grounding and search,
and we are optimistic that the lessons we learned with MLNs carry over
to these models. MLNs are an integral part of state-of-the-art approaches
in a variety of applications: natural language processing [105], ontology
matching [145], information extraction [97], entity resolution [120], etc.
And so, there is an application push to support MLNs.
Markov Logic Inference The idea of using the stochastic local search
algorithm WalkSAT to find the most likely world is due to Kautz et al. [58].
Singla and Domingos [121] proposed lazy grounding and applies it to
WalkSAT, resulting in an algorithm called LazySAT that is implemented
in Alchemy. The idea of ignoring ground clauses that are satisfied by
evidence is highlighted as an effective way of speeding up the MLN

39
grounding process in Shavlik and Natarajan [115], which formulates the
grounding process as nested loops and provides heuristics to approximate
the optimal looping order. Mihalkova and Mooney [80] also employ a
bottom-up approach as does Tuffy, but they address structure learning of
MLNs whereas we focus on inference. Knowledge-based model construction [142] is a technique that, given a query, finds the minimal relevant
portion of a graph; although the resulting subgraph may contain multiple
components, the downstream inference algorithm may not be aware of it
and thereby cannot benefit from the speedup in Theorem 5.2.
While Tuffy employs the simple WalkSAT algorithm, there are more
advanced techniques for MAP inference [32, 45]. For hypergraph partitioning, there are established solutions such as hMETIS [56]. However, existing
implementations of them are limited by memory size, and it is future work
to adapt these algorithms to on-disk data; this motivated us to design the
partitioning algorithm in Tuffy. The technique of cutset conditioning [94]
from the SAT and probabilistic inference literature is closely related to our
partitioning technique [3, 93]. Cutset conditioning recursively conditions
on cutsets of graphical models, and at each step exhaustively enumerates
all configurations of the cut, which is impractical in our scenario: even for
small datasets, the cut size can easily be thousands, making exhaustive
enumeration infeasible. Instead, we use a Gauss-Seidel strategy, which
we show is efficient and effective. Additionally, our conceptual goals are
different: our goal is to find an analytic formula that quantifies the effect of
partitioning and then, we use this formula to optimize the IO and scheduling behavior of a class of local search algorithms; in contrast, prior work
focuses on designing new inference algorithms.
Scaling Markov Logic There has been extensive research interest in techniques to improve the scalability and performance of MLN inference. For
example, multiple researchers have studied how to prune MRFs based on
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logical rules in MLNs [115, 121], and incrementally ground or unroll the
MRF [104, 122]. Mihalkova and Richardson [81] study how to avoid redundant computation by clustering similar query literals. It is an interesting
problem to incorporate their techniques into Tuffy.
An orthogonal direction to dual decomposition is lifted inference [14,
25, 59, 95, 111]. Lifted inference is similar to our proposed approach for
dual decomposition in that both exploit symmetries in the MRF. Nevertheless, while Felix uses symmetries to invoke specialized inference
algorithms, lifted inference augments a general inference algorithm to operate on first-order (non-grounded) representations. For example, Singla
and Domingos [122] proposed a lifted version of belief propagation to
exploit these symmetries [81, 122].
Probabilistic Databases Pushing statistical reasoning models inside a
database system has been a goal of many projects [29, 52, 55, 102, 138].
Most closely related is the BayesStore project, in which the database essentially stores Bayes nets [94] and allows these networks to be retrieved
for inference by an external program. In contrast, Tuffy uses an RDBMS
to optimize the inference procedure. The Monte-Carlo database [52] made
sampling a first-class citizen inside an RDBMS. In contrast, in Tuffy our
approach can be viewed as pushing classical search inside the database
engine. One way to view an MLN is a compact specification of factor
graphs [112]. Sen et al. [112] proposed new algorithms; in contrast, we take
an existing, widely used class of algorithms (local search), and our focus
is to leverage the RDBMS to improve performance. There has also been an
extensive amount of work on probabilistic databases [6, 10, 24, 101] that deal
with simpler probabilistic models. Finding the most likely world is trivial
in these models; in contrast, it is highly non-trivial in MLNs (in fact, it is
NP-hard [30]). Finally, none of these prior approaches deal with the core
technical challenge Tuffy addresses, which is handling AI-style search
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inside a database.
Dual Decomposition Dual decomposition is a classic and general technique in optimization that decomposes an objective function into multiple
smaller subproblems; in turn these subproblems communicate to optimize
a global objective via Lagrange multipliers [11]. Recently dual decomposition has been applied to inference in graphical models such as MRFs. In
the master-slave scheme [65, 66], the MAP solution from each subproblem
is communicated and the Lagrange multipliers are updated with the projected gradient method at each iteration. Our prototype implementation
of Felix uses the master-slave scheme. It is future work to adapt the closely
related tree-reweighted (TRW) algorithms [64, 136] that decompose an
MRF into a convex combination of spanning trees each of which can be
solved efficiently.
Researchers have also applied dual decomposition in settings besides
graphical models. For example, Rush et al. [108] employ dual decomposition to jointly perform tagging and parsing in natural language processing.
Felix can be viewed as extending this line of work to higher-level tasks
(e.g., classification and clustering). Dual decomposition requires iterative message passing to resolve the predictions output by subproblems.
There is recent work on techniques to improve the convergence rate of
dual decomposition [42, 54].
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3

Knowledge-base Construction in

Elementary
To perform web-scale KBC that combines diverse data resources and techniques, it is crucial to have a clean conceptual model for KBC and an
infrastructure that is able to deal with terabytes of data. We first describe
a simple KBC model that we use in Elementary, and then briefly discuss
the infrastructure that enables web-scale KBC in Elementary. The work in
this chapter appears in Niu, Zhang, Ré, and Shavlik [90].

3.1

Conceptual Model and Architecture

Conceptual Model Elementary adopts the classic Entity-Relationship
(ER) model [16, 20]: the schema of the targe knowledge base (KB) is specified by an ER graph G = (Ē, R̄) where Ē is one or more sets of entities
(e.g., people and organizations), and R̄ is a set of relationships. Define
E(G) = ∪E∈Ē E, i.e., the set of known entities. To specify a KBC task to
Elementary, one provides the schema G and a corpus D. Each document
di ∈ D consists of a set of (possibly overlapping) text spans (e.g., tokens
or sentences) T (di ). Text spans referring to entities or relationships are
called mentions (see Figure 3.1). Define T(D) = ∪di ∈D T (di ). Our goal is to
accurately populate the following tables:
• Entity-mention table M(E(G), T(D)).1
• Relationship-mention tables MRi ⊆ T(D)k+1 for each Ri ∈ R̄; k is
the arity of Ri , the first k attributes are entity mentions, and the last
attribute is a relationship mention.
1

For simplicity, in this conceptual model we assume that all entities are known, but
Elementary supports generating novel entities for the KB as well (e.g., by clustering
“dangling” mentions).
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Figure 3.1: An illustration of the KBC model in Elementary.
• Relationship tables Ri ∈ R̄.
Note that Ri can be derived from ME and MRi . By the same token, ME
and MRi provide provenance that connects the KB back to the documents
supporting each fact. The process of populating ME is called entity linking;
the process of populating MRi is called relation extraction. Intuitively, the
goal is to produce an instance J of these tables that is as large as possible
(high recall) and as correct as possible (high precision). Elementary populates the target KB based on signals from mention-level features (over
text spans) and entity-level features (over the target KB). Mention-level
features include, e.g., relative position in a document, matched regular
expressions, web search results, etc. Entity-level features include, e.g.,
canonical names and known entity attributes (e.g., age, gender, alias, etc.).
Depending on the data sources and the feature-extraction process,
there may be errors or inconsistencies among the feature values. These
features are the input to Elementary’s machine learning and statistical
inference components. Thus, it is crucial that Elementary performs feature extraction in a scalable and efficient manner. A key issue for machine
learning is the availability of training data, and an increasingly popular
technique addressing this issue is distant supervision. We found that scal-
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Figure 3.2: Architecture of Elementary. Elementary takes as input diverse
data resources, converts them into relational features, and then performs machine
learning and statistical inference to construct knowledge bases.

ing the input data resources is indeed an effective approach to improving
the quality of KBC via distant supervision [148].
Elementary Architecture The central statistical modeling language in
Elementary, Markov logic, operates on relational data. To accommodate
diverse information sources, Elementary employs a two-phase architecture
when processing a KBC task: feature extraction and statistical inference
(see Figure 3.2). Intuitively, feature extraction concerns what signals may
contribute to KBC and how to generate them from input data resources
(e.g., pattern matching and selection), while statistical inference concerns
what (deterministic or statistical) correlations and constraints over the
signals are valuable to KBC and how to efficiently resolve them. The model
for statistical inference, i.e., a Markov logic program, can be constructed
using a combination of machine learning and domain knowledge.
All input data resources are first transformed into relational data via
the feature-extraction step. For example, one may employ standard NLP
tools to decode the structure (e.g., part-of-speech tags and parse trees) in
text, run pattern matching to identify candidate entity mentions, perform
topic modeling to provide additional features for documents or text spans,
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etc. If a KBC technique (e.g., a particular learning or inference algorithm)
can be expressed in MLNs, one can also translate them into MLN rules.
Otherwise, one can execute the technique in the feature-extraction step
and “materialize” its result in evidence or MLN rules. Once we have
converted all signals into relational evidence, the second step is to perform
statistical inference to construct a knowledge base as described in the
above KBC model. From our experience of building large-scale knowledge
bases and applications on top of them, we have found that it is critical
to efficiently process structured queries over large volumes of structured
data. Therefore, we have built Elementary on top of a relational database
management system (RDBMS).
Development Workflow The high-level steps in applying Elementary
to a KBC task are as follows:
1. Choose the entities and relationships to recognize in text.2
2. Choose a corpus of documents, and collect all data resources that
may help with the current KBC task.
3. Perform feature extraction on the input data by running standard
NLP tools or custom code to create a relational representation of all
input data, i.e., evidence. Perform machine learning on the evidence
if needed.
4. Create an MLN program that integrates the statistical models generated by machine learning, domain-knowledge rules, or other sources
of information on the evidence and the target KB. If needed, perform
weight learning.
5. Run statistical inference with the MLN program and the evidence to
make predictions for the target KB.
2

We leave open information extraction [146] as future work.
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6. Inspect results and if appropriate, go to (3) or (4).

3.2

Examples

To demonstrate the flexibility of Elementary for KBC, we use several examples to illustrate how Elementary integrates diverse data resources
and different techniques for KBC. Recall that there are two phases in Elementary: feature extraction and statistical inference. When integrating
an existing KBC technique, one needs to decide what goes into feature
extraction and what goes into statistical inference. To illustrate, we consider several common techniques for entity linking, relation extraction,
and incorporating domain knowledge, respectively.
Entity Linking Entity linking is the task of mapping text spans to entities, i.e., populating the ME (E, T(D)) tables in the formal model. To identify candidate mentions of entities, there are several common techniques,
e.g., (1) perform string matching against dictionaries; (2) use regular expressions or trigger words (e.g., “Prof.” for person mentions); (3) run
named-entity-recognition tools. All these techniques can be implemented
in the feature-extraction phase of Elementary. Sometimes a mention may
correspond to multiple candidate entities. To determine which entity is
correct, one could use various techniques and data resources. For example,
a heuristic is that “if the string of a mention is identical to the canonical
name of an entity, then this mention is likely to refer to this entity”; one
can express this heuristic in a (soft or hard) MLN rule:
MentionText(mention, string)
∧ EntityName(entity, string)
=> ME (entity, mention).
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When a named-entity-recognition (NER) tool is used in feature extraction, one can use the mention types output by the tool as a constraint for
entity linking. For example, let NerMentionType(mention, type) be an
evidence relation storing NER output; then we can add the constraint
MPERSON (entity, mention)
=> NerMentionType(mention, PERSON).
As another example, let Anchor(string, entity, freq) be an evidence
relation indicating how frequently (measured by the numeric attribute
freq) an anchor text string links to the Wikipedia page representing entity
entity. Then one could use these signals for entity disambiguity with the
rule
wgt(freq) : Anchor(string, entity, freq)
∧ MentionText(mention, string)
=> ME (entity, mention).
where the wgt(freq) syntax means that the rule weight is a function of the
freq attribute of Anchor. Note that one can also adapt Anchor for other
data resources, e.g., web search results with mention phrases as queries
and Wikipedia links as proxies for entities. Another common technique
for entity linking is coreference. For example, let SamePerson(m1, m2)
be an equivalence relation indicating which pairs of person mentions
are coreferent, i.e., referring to the same entity. Then one can use the
following heuristics to propagate entity linking results between coreferent
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mentions3 :
MentionText(m1, s) ∧ MentionText(m2, s)
∧ InSameDoc(m1, m2) ∧ FullName(s)
=> SamePerson(m1, m2).
MentionText(m1, s1) ∧ MentionText(m2, s2)
∧ InSamePara(m1, m2) ∧ ShortFor(s1, s2)
=> SamePerson(m1, m2).
MPERSON (e, m1) ∧ SamePerson(m1, m2)
=> MPERSON (e, m2).
Relation Extraction Relation extraction is the task of determining whether
a relationship is mentioned in a text span, i.e., populating the relationship mention tables MRi . For natural-language text, the most common
approach is to perform classification based on linguistic patterns. Researchers have found many different kinds of linguistic patterns to be
helpful; e.g., shallow features such as word sequences and part-of-speech
tags between entity mentions [17, 149], deep linguistic features such as
dependency paths [73, 82, 146], and other features such as the n-gramitemset [84]. To improve coverage and reduce noisiness of these patterns,
researchers have also invented different feature selection and expansion
techniques; e.g., frequency-based filtering [84, 146], feature selection with
`1 -norm regularization [149], and feature expansion based on pattern similarity [73, 84]. In Elementary, one can implement different combinations
of the above techniques in the feature extraction phase, and incorporate
3

The weights are not shown for clarity.
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the signals with (soft or hard) rules of the form
WordSequence(s, m1, m2, “was born in 00 )
=> MBirthPlace (m1, m2, s).
where s is a sentence and m1 and m2 are two entity mentions (i.e., text
spans) within s.
To learn the association between linguistic patterns and relationships,
there are two common approaches: direct supervision and distant supervision [82]. In direct supervision, one uses mention-level annotations of
relationship mentions as training data to learn a statistical model between
patterns and relationships [70]. As mention-level annotations are usually rare and expensive to obtain, an increasingly popular approach is
distant supervision, where one uses entity-level relationships and entity
linking to heuristically collect silver-standard annotations from a text corpus [17, 82, 84, 149]. To illustrate, let KnownBirthPlace(person, location)
be an existing knowledge base containing tuples like
KnownBirthPlace(Barack_Obama, Hawaii),
then one can perform distant supervision in Elementary by learning
weights for MLN rules of the form
wgt(pat) : WordSequence(s, m1, m2, pat)
∧ MPERSON (per, m1)
∧ MLOCATION (loc, m2)
=> KnownBirthPlace(per, loc).
where w(pat) is a parameterized weight that depends on the pattern pat;
intuitively it models how indicative this pattern is for the BirthPlace relationship. For example, Elementary may learn that “was born in” is indica-
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tive of BirthPlace based on the tuple KnownBirthPlace(Barack_Obama, Hawaii),
the sentence s =“Obama was born in Hawaii,” and entity linking results
such as MPERSON (Barack_Obama, Obama).
Domain Knowledge Several recent projects [17, 84, 149] show that entitylevel resources can effectively improve the precision of KBC. For example,
Prospera [84] found that validating the argument types of relationships
can improve the quality of relation extraction. One can incorporate such
constraints with rules like
∞ : MBirthPlace (m1, m2, s) => ∃ e1 MPERSON (e1, m1)
which enforces that the first argument of a BirthPlace mention must be a
person entity. Besides typing, one can also specify semantic constraints
on relationships such as “a person can have at most one birth place” and
“HasChild and HasParent are symmetric”:
∞ : BirthPlace(p, l1) ∧ l1 6= l2 => ¬BirthPlace(p, l2).
∞:

HasChild(p1, p2) <=> HasParent(p2, p1).

Another type of domain knowledge involves corrections to systematic
errors in the statistical extraction models. For example, from sentences
like “Obama lived in Hawaii for seven years,” distant supervision may
erroneously conclude that the linguistic pattern “lived in” is strongly
indicative of BirthPlace. Once a developer identifies such an error (say via
debugging), one could correct this error by simply adding the rule
∞ : WordSequence(s, m1, m2, “lived in 00 )
=> ¬MBirthPlace (m1, m2, s).
Note that this rule only excludes mention-level relationships. Thus,
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Figure 3.3: An overview of GeoDeepDive’s development pipeline.

if there are sentences “X lived in Y” and “X was born in Y”, the final
(entity-level) KB may still contain the tuple BirthPlace(eX , eY ) based on
the second sentence, where eX (resp. eY ) denotes the entity referred to by
X (resp. Y).
3.2.1

Case Study: GeoDeepDive

To further illustrate Elementary’s development process, let us walk through
GeoDeepDive, a demo project where we collaborate with geoscientists to
perform deep linguistic and statistical analysis over a corpus of tens of
thousands of research papers in geology. The goal is to extract useful information from this corpus and organize it in a way that facilitates geologists’
research. The current version of GeoDeepDive extracts mentions of rock
formations, tries to assign various types of attributes to these formation
mentions (e.g., location, time interval, carbon measurements), and then
organizes the extractions and documents in spatial and temporal dimensions for geology researchers. Figure 3.3 shows a high-level overview of
how we built GeoDeepDive with Elementary:
Input Data Sources Elementary embraces all data sources that can be
useful for an application. For GeoDeepDive, we use the Macrostrat taxonomy4 because it provides the set of entities of interest as well as domain4

http://macrostrat.org/
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specific constraints (e.g., a formation can only be associated with certain
time intervals). We use Google search results to map location mentions to
their canonical names and then to latitude-longitude (lat-lng) coordinates
using Freebase5 . These coordinates can be used to perform geographical
matching against the formations’ canonical locations (lat-lng polygons
in Macrostrat). There are also (manual) document annotations of textual
mentions of formation measurements that serve as training data.
Feature Extraction The input data sources may not have the desired
format or semantics to be directly used as signals (or features) for statistical inference or learning. The feature extraction step performs such
conversions. The developer explicitly specifies the schema of all relations,
provides individual extractors, and then specifies how these extractors
are composed together. For example, we (the developers) perform NLP
parsing on the input corpus to produce per-sentence structured data such
as part-of-speech tags and dependency paths. We then use the Macrostrat
taxonomy and heuristics to extract candidate entity mentions (of formations, measures, etc.) as well as possible coreference relationships between
the mentions.
Statistical Processing The signals produced by feature extraction may
contain imprecision or inconsistency. To make coherent predictions, the
developer provides constraints and (probabilistic) correlations over the
signals. For example, we use the Markov logic language; a Markov logic
program consists of a set of weighted logical rules and these rules represent
high-level constraints or correlations.
Output Probabilistic Predictions The output from Hazy’s statistical processing infrastructure is probabilistic predictions on relations of interest
5

http://freebase.com
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Figure 3.4: Screen-shot from GeoDeepDive

(e.g., LocatedIn in Figure 3.3). These predictions can then be fed into the
frontend of GeoDeepDive (Figure 3.4).

3.3

Scaling Feature Extraction

As shown in Figure 3.2, feature extraction is a key step in Elementary
when processing a KBC task. To scale Elementary to web-scale KBC
tasks, we employ high-throughput parallel computing frameworks such
as Hadoop6 and Condor7 for feature extraction. We use the Hadoop File
System for storage and MapReduce [26] for feature extraction. However,
when trying to deploy Elementary to KBC tasks that involve terabytes of
data and deep linguistic features, we found a 100-node Hadoop MapReduce cluster to be insufficient. The reasons are two-fold: (1) Hadoop’s
all-or-nothing approach to failure handling hinders throughput, and (2)
the number of cluster machines for Hadoop is limited. Fortunately, the
Condor infrastructure supports a best-effort failure model, i.e., a job may
6
7

http://hadoop.apache.org/
http://research.cs.wisc.edu/condor/
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finish successfully even when Condor fails to process a small portion of
the input data. Moreover, Condor can schedule jobs on both cluster machines and idle workstations. This allows us to simultaneously leverage
thousands of machines from across a department, an entire campus, or
even the nation-wide Open Science Grid.8 For example, using Condor, we
were able to utilize hundreds of thousands of machine-hours to perform
deep linguistic feature extraction (including named entity recognition and
dependency parsing) on the 500M-doc ClueWeb09 corpus9 within a week.

3.4

Effectiveness of Statistical Inference

A main hypothesis of Elementary is that one can improve KBC result
quality by combining more signals while resolving inconsistencies among
these signals with statistical inference. Although the experimental results
of several recent KBC projects have suggested that this is the case [17, 57,
84, 149], we use several more datasets to validate this hypothesis with
Elementary. Specifically, we use Elementary to implement solutions to
six different KBC tasks and measure how the result quality changes as
we vary the the amount of signals (in the form of input data resources or
MLN rules) in each solution. We find that overall more signals do tend to
lead to higher quality in KBC tasks.
Datasets and MLNs We consider six KBC tasks:
1. TAC, which is the TAC-KBP (knowledge-base population)10 challenge of populating a KB with 34 relations from a 1.8M-doc corpus
by performing two related tasks: a) entity linking: extract all entity mentions and map them to entries in Wikipedia, and b) slot
filling: determine relationships between entities. The MLN combines
8

http://www.opensciencegrid.org
http://lemurproject.org/clueweb09.php/
10
http://nlp.cs.qc.cuny.edu/kbp/2010/
9
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signals from Stanford NER11 , dependency paths from the Ensemble parser [127], web search results from Bing12 (querying mention
strings), and developers’ feedback on linguistic patterns (in the form
of MLN rules). For relation extraction, we perform distant supervision with Freebase as the training KB; Freebase is disjoint from
the TAC-KBP benchmark ground truth. Elementary’s quality for
TAC-KBP is comparable to the state of the art [53] – we achieved an
F1 score of 0.80 on entity linking (the best score in KBP2010 was 0.82;
human performance is about 0.90) and 0.31 on slot filling (the best
score in KBP2010 was 0.65, but all the other teams were lower than
0.30).
2. CIA, where the task is to populate the ternary person-title-in-country
(PTIC) relation by processing the TAC corpus. The MLN combines
signals such as a logistic regression model learned from distant supervision on linguistic patterns between entity mentions (including
word sequences and dependency paths), name variations for persons,
titles, and countries, and developer’s feedback on the linguistic patterns. The ground truth is from the CIA World Factbook.13 Following
recent literature on distant supervision [50, 82, 147], we randomly
split the World Factbook KB into equal-sized training set and testing
set, and perform distant supervision with the training set to obtain a
relation-extraction model. We measure output quality on the testing
set portion of the KB. We will also report results after swapping the
training and testing sets.
3. IMDB, where the task is to extract movie-director and movie-actor
relationships from the TAC corpus. The MLN combines signals such
as a logistic regression-based distant supervision model using lin11

http://nlp.stanford.edu/software/index.shtml
http://www.bing.com/toolbox/bingdeveloper/
13
https://www.cia.gov/library/publications/the-world-factbook/
12
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guistic patterns between entity mentions (including word sequences
and dependency paths), a manually crafted list of erroneous movie
names, and developer’s feedback on linguistic patterns. The ground
truth is from the IMDB dataset.14 For relation-extraction model training and quality evaluation, we follow the same methodology as in
CIA.
4. NFL, where the task is to extract National Football League game
results (winners and losers) in the 2006-07 season from about 1.1K
sports news articles. The MLN combines signals from a CRF-based
team mention extractor, a dictionary of NFL team-name variations,
and domain knowledge such as “a team cannot be both a winner
and a loser on the same day.” The CRF component is trained on
game results from another season. The weights of the other rules are
heuristically set. We use the actual game results as ground truth.15
5. Enron, where the task is to identify person mentions and associated
phone numbers from 680 emails in the Enron dataset.16 The MLN is
derived from domain knowledge used by a rule-based IE system [21,
75] – it combines signals such as a list of common person names and
variations, regular expressions for phone numbers, email senders’
names, and domain knowledge that “a person doesn’t have many
phone numbers.” The rule weights are heuristically set; no weight
learning is involved. We use our manual annotation of the 680 emails
as ground truth.
6. DBLife, where the task is to extract persons, organizations, and
affiliation relationships between them from a collection of academic
webpages.17 The MLN is derived from domain knowledge used by
14

http://www.imdb.com/interfaces
http://www.pro-football-reference.com/
16
http://www.cs.cmu.edu/~einat/datasets.html
17
http://dblife.cs.wisc.edu
15
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TAC
CIA
IMDB
NFL
Enron
DBLife

Base
string-based EL, DS for RE
string-based EL, DS for RE
string-based EL, DS for RE
CRF winner/loser labeling
person-phone CO heuristic
person-org CO heuristic

Base+EL
+web search
+name variations
+erroneous names
N/A
+person coref
+name variations

Base+RE
+domain knowledge
+domain knowledge
+domain knowledge
+domain knowledge
+domain knowledge
+relaxed CO

Full
all
all
all
all
all
all

Table 3.1: Signals in the four versions of MLN programs for each KBC task. DS
means “distant supervision”; EL means “entity linking”; RE means “relation
extraction.” CO means “co-occurrences.”

another rule-based IE system [28] – it combines signals such as person
names and variations (e.g., first/last name only, titles), organization
names and a string-based similarity metric, and several levels of
person-organization co-occurrence (adjacent, same-line, adjacentline, etc.). The rule weights are heuristically set; no weight learning
is involved. We use the ACM author profile data as ground truth.18

Methodology For each of the above KBC tasks, we consider four versions of MLN programs with different amounts of signals (Table 3.1): Base
is a baseline, Base+EL (resp. Base+RE) has enhanced entity-linking (EL)
(resp. relation-extraction (RE)) signals, and Full has all signals. For each
task, we run each version of MLN program with marginal inference on Elementary until convergence. We then take the output (sorted by marginal
probabilities) and plot a precision-recall curve. In precision-recall curves,
higher is better.
Results As shown in Figure 3.5, the overall result is that more signals
do help improve KBC quality: on each task, the quality of either Base+EL
or Base+RE improves upon Base, and the Full program performs the
best among all four versions. Specifically, on the TAC task, enhancing
18

http://www.acm.org/membership/author_pages
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Figure 3.5: Result quality of KBC tasks improves as we add more signals into
Elementary. On each of the six tasks, we run four versions of Elementary
programs and plot the precision-recall curves for each version: Base is the baseline version, Base+EL has enhanced signals for entity linking, Base+RE has
enchanced signals for relation extraction, and Full has enhanced signals for both
entity linking and relation extraction. [*] X-axes with integer labels correspond
to datasets where we use the true positive count to measure recall; the reason is
that the corpus covers only a small portion of the ground-truth KB. NFL has only
two curves because we do not have enhanced EL signals.

either EL or RE signals improves both precision and recall; futhermore,
the combination of such enhancements (resulting in the Full program)
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achieves even higher quality than all the other three settings. These results
suggest that integrating signals with statistical inference is a promising
approach to KBC challenges such as TAC-KBP. On the single-relation KBC
tasks CIA, NFL, and Enron, we observe even more significant quality
improvement as more signals are used by Elementary: on each dataset,
the Full program has almost twice as high precision at each recall level
compared to the Base program.
On IMDB, the addition of enhanced EL signals slightly but consistently
improves precision (Base+EL over Base, and Full over Base+RE); the addition of enhanced RE signals effectively helps segregate high-confident
results from low-confident results (the slope of the curve becomes steeper).
On DBLife, the enhanced EL or RE signals help improve the precision
of the most-confident results (the first 500 predictions or so), while extending the largest recall value substantially. From the above results, we
conclude that one can improve the quality of KBC tasks by integrating
diverse data and signals via statistical inference. To further verify the
above observations, we also swap the training and testing sets for IMDB
and CIA. On either IMDB or CIA, the obtained essentially the same results
as in Figure 3.5.
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4

Scaling Distant Supervision for KBC

A key challenge to web-scale KBC is the ability to handle the variety of how
an entity or a relationship is expressed (i.e., mentioned) in natural-language
text. To deal with this challenge, researchers apply machine learning
techniques in KBC. A key issue for machine learning is the availability
of training data, and an increasingly popular technique addressing this
issue is distant supervision that generates training examples from scalable
data souces such as text corpora, existing knowledge bases, and crowdsourcing. To guide the development of web-scale KBC systems such as
Elementary, we study how scaling the input to distant supervision impacts
KBC quality. Most of the work in this chapter appears in Zhang, Niu, Ré,
and Shavlik [148].

4.1

Motivations

Relation extraction is the problem of populating a target relation (representing an entity-level relationship or attribute) with facts extracted from
natural-language text. Sample relations include people’s titles, birth places,
and marriage relationships.
Traditional relation-extraction systems rely on manual annotations
or domain-specific rules provided by experts, both of which are scarce
resources that are not portable across domains. To remedy these problems,
recent years have seen interest in the distant supervision approach for relation extraction [82, 144]. The input to distant supervision is a set of seed
facts for the target relation together with an (unlabeled) text corpus, and
the output is a set of (noisy) annotations that can be used by any machine
learning technique to train a statistical model for the target relation. For
example, given the target relation birthPlace(person, place) and a seed
fact birthPlace(John, Springfield), the sentence “John and his wife were born
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in Springfield in 1946” (S1) would qualify as a positive training example.
Distant supervision replaces the expensive process of manually acquiring annotations that is required by direct supervision with resources that
already exist in many scenarios (seed facts and a text corpus). On the other
hand, distantly labeled data may not be as accurate as manual annotations.
For example, “John left Springfield when he was 16” (S2) would also be considered a positive example about place of birth by distant supervision as
it contains both John and Springfield. The hypothesis is that the broad
coverage and high redundancy in a large corpus would compensate for
this noise. For example, with a large enough corpus, a distant supervision
system may find that patterns in the sentence S1 strongly correlate with
seed facts of birthPlace whereas patterns in S2 do not qualify as a strong
indicator. Thus, intuitively the quality of distant supervision should improve as we use larger corpora. However, there has been no study on the
impact of corpus size on distant supervision for relation extraction. Our
goal is to fill this gap.
Besides “big data,” another resource that may be valuable to distant
supervision is crowdsourcing. For example, one could employ crowd
workers to provide feedback on whether distant supervision examples
are correct or not [43]. Intuitively the crowd workforce is a perfect fit
for such tasks since many erroneous distant labels could be easily identified and corrected by humans. For example, distant supervision may
mistakenly consider “Obama took a vacation in Hawaii” a positive example
for birthPlace simply because a database says that Obama was born in
Hawaii; a crowd worker would correctly point out that this sentence is not
actually indicative of this relation.
It is unclear however which strategy one should use: scaling the text
corpus or the amount of human feedback. Our primary contribution
is to empirically assess how scaling these inputs to distant supervision
impacts its result quality. We study this question with input data sets
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that are orders of magnitude larger than those in prior work. While the
largest corpus (Wikipedia and New York Times) employed by recent work
on distant supervision [50, 82, 147] contain about 2M documents, we
run experiments on a 100M-document (50X more) corpus drawn from
ClueWeb.1 While prior work [43] on crowdsourcing for distant supervision
used thousands of human feedback units, we acquire tens of thousands
of human-provided labels. Despite the large scale, we follow state-of-theart distant supervision approaches and use deep linguistic features, e.g.,
part-of-speech tags and dependency parsing.2
Our experiments shed insight on the following two questions:
1. How does increasing the corpus size impact the quality of distant supervision?
2. For a given corpus size, how does increasing the amount of human feedback
impact the quality of distant supervision?
We find that increasing corpus size consistently and significantly improves recall and F1, despite reducing precision on small corpora; in
contrast, human feedback has relatively small impact on precision and
recall. For example, on a TAC corpus with 1.8M documents, we found
that increasing the corpus size ten-fold consistently results in statistically
significant improvement in F1 on two standardized relation extraction
metrics (t-test with p=0.05). On the other hand, increasing human feedback amount ten-fold results in statistically significant improvement on
F1 only when the corpus contains at least 1M documents; and the magnitude of such improvement was only one fifth compared to the impact of
corpus-size increment.
We find that the quality of distant supervision tends to be recall gated,
that is, for any given relation, distant supervision fails to find all possible
1
2

http://lemurproject.org/clueweb09.php/
We used 100K CPU hours to run such tools on ClueWeb.

63
Knowledge-base
Relations"
Training
Corpus"

Knowledge-base
Entities"

Training"

2. Distant Supervision!

Statistical
Models"

1. Parsing, Entity Linking!
Testing
Corpus"

Raw Text!

Testing"

4. Apply & Evaluate!

Structured Text
w/ Entity Mentions!

Refined
Statistical
Models"

þ
þ
ý

3. Human
Feedback!

Relation
Extractors!

Figure 4.1: The workflow of our distant supervision system. Step 1 is preprocessing; step 4 is final evaluation. The key steps are distant supervision (step 2),
where we train a logistic regression (LR) classifier for each relation using (noisy)
examples obtained from sentences that match Freebase facts, and human feedback
(step 3) where a crowd workforce refines the LR classifiers by providing feedback
to the training data.

linguistic signals that indicate a relation. By expanding the corpus one
can expand the number of patterns that occur with a known set of entities.
Thus, as a rule of thumb for developing distant supervision systems, one
should first attempt to expand the training corpus and then worry about
precision of labels only after having obtained a broad-coverage corpus.
Throughout this chapter, it is important to understand the difference
between mentions and entities. Entities are conceptual objects that exist in
the world (e.g., Barack Obama), whereas authors use a variety of wordings
to refer to (which we call “mention”) entities in text [53].

4.2

Distant Supervision Methodology

Relation extraction is the task of identifying relationships between mentions, in natural-language text, of entities. An example relation is that
two persons are married, which for mentions of entities x and y is denoted R(x, y). Given a corpus C containing mentions of named entities,
our goal is to learn a classifier for R(x, y) using linguistic features of x
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and y, e.g., dependency-path information. The problem is that we lack
the large amount of labeled examples that are typically required to apply supervised learning techniques. We describe an overview of these
techniques and the methodological choices we made to implement our
study. Figure 4.1 illustrates the overall workflow of a distant supervision
system. At each step of the distant supervision process, we closely follow
the recent literature [82, 147].
4.2.1

Distant Supervision

Distant supervision compensates for a lack of training examples by generating what are known as silver-standard examples [144]. The observation
is that we are often able to obtain a structured, but incomplete, database
D that instantiates relations of interest and a text corpus C that contains
mentions of the entities in our database. Formally, a database is a tuple
D = (E, R̄) where E is a set of entities and R̄ = (R1 . . . , RN ) is a tuple of
instantiated predicates. For example, Ri may contain pairs of married
people.3 We use the facts in Ri combined with C to generate examples.
Following recent work [50, 82, 147], we use Freebase4 as the knowledge
base for seed facts. We use two text corpora: (1) the TAC-KBP5 2010 corpus
that consists of 1.8M newswire and blog articles6 , and (2) the ClueWeb09
corpus that is a 2009 snapshot of 500M webpages. We use the TAC-KBP
slot filling task and select those TAC-KBP relations that are present in the
Freebase schema as targets (20 relations on people and organization).
One problem is that relations in D are defined at the entity level. Thus,
the pairs in such relations are not embedded in text, and so these pairs
lack the linguistic context that we need to extract features, i.e., the features
used to describe examples. In turn, this implies that these pairs cannot be
3

We only consider binary predicates in this work.

4

http://freebase.com

5

KBP stands for “Knowledge-Base Population.”

6

http://nlp.cs.qc.cuny.edu/kbp/2010/
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used directly as training examples for our classifier. To generate training
examples, we need to map the entities back to mentions in the corpus. We
denote the relation that describes this mapping as the relation EL(e, m)
where e ∈ E is an entity in the database D and m is a mention in the corpus
C. For each relation Ri , we generate a set of (noisy) positive examples
+
denoted R+
i defined as Ri =
{(m1 , m2 ) | R(e1 , e2 ) ∧ EL(e1 , m1 ) ∧ EL(e2 , m2 )}
As in previous work, we impose the constraint that both mentions (m1 , m2 ) ∈
R+
i are contained in the same sentence [50, 82, 147]. To generate negative examples for each relation, we follow the assumption in Mintz et al. [82] that
+
relations are disjoint and sample from other relations, i.e., R−
i = ∪j6=i Rj .
Relations We select the target relations by intersecting the TAC-KBP
relations and the Freebase schema, resulting in a list of 20 relations as
shown in Figure 4.2. These relations are fairly commonplace in relation
extraction tasks, and they cover all the binary MR-KBP relations7 .
4.2.2

Feature Extraction

Once we have constructed the set of possible mention pairs, the state-of-theart technique to generate feature vectors uses linguistic tools such as partof-speech taggers, named-entity recognizers, dependency parsers, and
string features. Following recent work on distant supervision [50, 82, 147],
we use both lexical and syntactic features. After this stage, we have a
well-defined machine learning problem that is solvable using standard supervised techniques. We use sparse logistic regression (`1 regularized) [134],
which is used in previous studies. Our feature extraction process consists
of three steps:
7

MR stands for Machine Reading, a DARPA project, and MR-KBP is a test case/benchmark in the project and is similar to TAC-KBP.
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Subject
person
person
person
organization
organization
person
organization
person
person
person
person
person
person
person
person
organization
organization
person
organization
person

Relation
date_of_birth
title
city_of_birth
subsidiaries
parents
schools_attended
city_of_headquarters
cities_of_residence
city_of_death
employee_of
spouse
parents
children
state_of_residence
siblings
top_members
founded_by
countries_of_residence
number_of_employees
member_of

# Facts
887,079
454,707
354,891
221,835
219,542
165,232
157,839
122,610
97,376
86,381
34,796
33,598
33,598
31,494
16,610
8,307
8,294
8,183
2,610
2,290

Figure 4.2: Relations used in the experiments and the number of corresponding
facts in Freebase. We select these relations by taking all TAC-KBP 2010 target
relations that are present in Freebase. These relations cover all (binary) MR-KBP
relations.

1. Run Stanford CoreNLP with POS tagging and named entity recognition [40];
2. Run dependency parsing on TAC with the Ensemble parser [127]
and on ClueWeb with MaltParser8 [91]; and
8

We did not run Ensemble on ClueWeb because we had very few machines satisfying
Ensemble’s memory requirement. In contrast, MaltParser requires less memory and
we could leverage Condor [132] to parse ClueWeb with MaltParser within several days
(using about 50K CPU hours).
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3. Run a simple entity-linking system that utilizes NER results and
string matching to identify mentions of Freebase entities (with types).9
The output of this processing is a repository of structured objects (with
POS tags, dependency parse, and entity types and mentions) for sentences
from the training corpus. Specifically, for each pair of entity mentions
(m1 , m2 ) in a sentence, we extract the following features F(m1 , m2 ): (1)
the word sequence (including POS tags) between these mentions after
normalizing entity mentions (e.g., replacing “John Nolen” with a place
holder PER); if the sequence is longer than 6, we take the 3-word prefix
and the 3-word suffix; (2) the dependency path between the mention pair.
To normalize, in both features we use lemmas instead of surface forms.
We discard features that occur in fewer than three mention pairs.
4.2.3

Crowd-Sourced Data

Crowd sourcing provides a cheap source of human labeling to improve
the quality of our classifier. In this work, we specifically examine feedback
on the result of distant supervision. Precisely, we construct the union
+
of R+
1 ∪ . . . RN from Section 4.2.1. We then solicit human labeling from
Mechanical Turk (MTurk) while applying state-of-the-art quality control
protocols following Gormley et al. [43] and those in the MTurk manual.10
These quality-control protocols are critical to ensure high quality: spamming is common on MTurk and some turkers may not be as proficient
or careful as expected. To combat this, we replicate each question three
times and, following Gormley et al. [43], plant gold-standard questions:
each task consists of five yes/no questions, one of which comes from our
9

We experiment with a slightly more sophisticated entity-linking system as well,
which resulted in higher overall quality. The results below are from the simple entitylinking system.
10

http://mturkpublic.s3.amazonaws.com/docs/MTURK_BP.pdf
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gold-standard pool.11 By retaining only those answers that are consistent
with this protocol, we are able to filter responses that were not answered
with care or competency. We only use answers from workers who display
overall high consistency with the gold standard (i.e., correctly answering
at least 80% of the gold-standard questions).
MTurk Question Formulation For each selected example, we replace
the corresponding entity mentions in the sentence with entity-type place
holders12 , and then submit the resultant sentence with a yes/no question
to the crowd for an answer. An example question is
Does the following sentence literally imply that PERSON1 is
PERSON2’s spouse? ... PERSON1 – who was pregnant with
PERSON2 ...
4.2.4

Statistical Modeling

Following Mintz et al. [82], we use logistic regression classifiers to represent relation extractors. However, while Mintz et al. use a single multiclass classifier for all relations, Hoffman et al. [50] and use an independent
binary classifier for each individual relation; the intuition is that a pair of
mentions (or entities) might participate in multiple target relations. We
experimented with both protocols; since relation overlapping is rare for
TAC-KBP and there was little difference in result quality, we focus on
the binary-classification approach using training examples constructed as
described in Section 4.2.1.
We compensate for the different sizes of distant and human labeled
examples by training an objective function that allows to tune the weight
11
We obtain the gold standard from a separate MTurk submission by taking examples
that at least 10 out of 11 turkers answered yes, and then negate half of these examples by
altering the relation names (e.g., spouse to sibling).
12
We empirically found that showing entity types instead of concrete entity names
helps reduce crowd workers’ tendency of answering based on background knowledge.
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of human versus distant labeling. We separately tune this parameter for
each training set (with cross validation), but found that the result quality
was robust with respect to a broad range of parameter values.
We represent a set of training examples as {(xi , yi )}m
i=1 where each xi
is a Boolean vector representing the features of example i and yi = 1 if it
is a positive example and −1 otherwise. Then the objective function for
training the classifier of a relation r is
f(w) =

m
X

log(1 + exp(−yi wT xi )) + µkwk1 ,

i=1

where w is the weight vector representing the classifier and µ is a regularization parameter that controls the trade-off between the model complexity
and training errors. We use `1 -norm regularization since the models are
expected to be sparse [134]. We use a held-out portion of distant labels to
tune µ, found that the model is relatively insensitive to the value of µ, and
so selected a reasonable µ = 0.001m for our experiments.
To incorporate human feedback on distant-labeled examples, we augment the above objective function as follows. Suppose there are n units of
human feedback, and denote by zj the value (1 if positive, −1 if negative)
of feedback j on example ij . To account for the intuition that human labels
should weigh differently than distant labels, we use the following objective
function:

g(w) = (1 − ν)

m
X

log(1 + exp(−yi wT xi ))

i=1

+ ν

n
X

log(1 + exp(−zj wT xij ))

j=1

+ µkwk1 ,
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where ν ∈ [0, 1] intuitively controls how much we weigh human feedback
relative to the original distant-supervised labels. We use a held-out portion
of distantly supervised training data (on a held-out portion of the training
corpus) to tune the parameters ν for different input sizes, but found that
the optimal value for ν is virtually always the minimum value in the search
space 13 . Thus, we heuristically set ν = 0.8 for our experiments. We report
sensitivity study results in Section 4.3.7.

4.3

Experiments

We describe our experiments to test the hypotheses that the following two
factors improve distant-supervision quality: increasing the
(1) corpus size, and
(2) the amount of crowd-sourced feedback.
We confirm hypothesis (1), but, surprisingly, are unable to confirm (2).
Specifically, when using logistic regression to train relation extractors,
increasing corpus size improves, consistently and significantly, the precision and recall produced by distant supervision, regardless of human
feedback levels. Using the methodology described in Section 4.2, human
feedback has limited impact on the precision and recall produced from
distant supervision by itself.
4.3.1

Evaluation Metrics

Just as direct training data are scarce, ground truth for relation extraction
is scarce as well. As a result, prior work mainly considers two types of
evaluation methods: (1) randomly sample a small portion of predictions
13

We conjecture that this is because distant labels and human labels have different
biases and the validation set always leans toward distant labels. More evidence in
Section 4.3.6.
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(e.g., top-k) and manually evaluate precision/recall; and (2) use a held-out
portion of seed facts (usually Freebase) as a kind of “distant” ground truth.
We replace manual evaluation with a standardized relation-extraction
benchmark: TAC-KBP 2010. TAC-KBP asks for extractions of 46 relations
on a given set of 100 entities. Interestingly, the Freebase held-out metric [50,
82, 147] turns out to be heavily biased toward distantly labeled data (e.g.,
increasing human feedback hurts precision; see Section 4.3.6).
4.3.2

Experimental Setup

Our first group of experiments use the 1.8M-doc TAC-KBP corpus for
training. We exclude from it the 33K documents that contain query entities in the TAC-KBP metrics. There are two key parameters: the corpus
size (#docs) M and human feedback budget (#examples) N. We perform
different levels of down-sampling on the training corpus. On TAC, we use
subsets with M = 103 , 104 , 105 , and 106 documents respectively. For each
value of M, we perform 30 independent trials of uniform sampling, with
each trial resulting in a training corpus DM
i , 1 6 i 6 30. For each trainM
ing corpus Di , we perform distant supervision to train a set of logistic
regression classifiers. From the full corpus, distant supervision creates
around 72K training examples.
To evaluate the impact of human feedback, we randomly sample 20K
examples from the input corpus (we remove any portion of the corpus
that is used in an evaluation). Then, we ask three different crowd workers
to label each example as either positive or negative using the procedure
described in Section 4.2.3. We retain only credible answers using the goldstandard method (see Section 4.2.3), and use them as the pool of human
feedback that we run experiments with. About 46% of our human labels
are negative. Denote by N the number of examples that we want to incorporate human feedback for; we vary N in the range of 0, 10, 102 , 103 , 104 ,
and 2 × 104 . For each selected corpus and value of N, we perform without-
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Figure 4.3: Impact of input sizes under the TAC-KBP metric, which uses documents mentioning 100 predefined entities as testing corpus with entity-level
ground truth. We vary the sizes of the training corpus and human feedback while
measuring the scores (F1, recall, and precision) on the TAC-KBP benchmark.

replacement sampling from examples of this corpus to select feedback
for up to N examples. In our experiments, we found that on average an
M-doc corpus contains about 0.04M distant labels, out of which 0.01M
have human feedback. After incorporating human feedback, we evaluate
the relation extractors on the TAC-KBP benchmark as well as a MR-KBP
benchmark.14 We then compute the average F1, recall, and precision scores
among all trials for each metric and each (M,N) pair.
Besides the KBP metrics, we also evaluate each (M,N) pair using Freebase held-out data. Furthermore, we experiment with a much larger
corpus: ClueWeb09. On ClueWeb09, we vary M over 103 , . . . , 108 . Using
the same metrics, we show at a larger scale that increasing corpus size can
significantly improve both precision and recall.
4.3.3

Overall Impact of Input Sizes

We first present our experiment results on the TAC corpus. Results from
the TAC-KBP metric (Figure 4.3) and the MR-KBP metric (Figure 4.4) are
similar. In both cases, the F1 graph closely tracks the recall graph, which
14

The MR-KBP metric was originally for temporal relation extraction and consists of a
set of ground truth annotations in 75 testing documents. For our experiments, we discard
the temporal aspects of the annotations.
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Figure 4.4: Impact of input sizes under the MR-KBP metric, which has a 75-doc
testing corpus and mention-level ground truth. The result is very similar to
TAC-KBP.

N=0
N = 2 × 104

M = 103
0.124
0.118

M = 1.8 × 106
0.201
0.214

Table 4.1: TAC F1 scores with max/min values of M/N.

supports our earlier claim that quality is recall gated (Section 6.1). We
analyze the TAC-KBP results below. While increasing the corpus size
improves F1 at a roughly log-linear rate, human feedback has little impact
until both corpus size and human feedback size approch maximum M, N
values. Table 4.1 shows the quality comparisons with minimum/maximum values of M and N.15 We observe that increasing the corpus size
significant improves per-relation recall and F1 on 17 out of TAC-KBP’s 20
relations; in contrast, human feedback has little impact on recall, and only
significantly improves the precision and F1 of 9 relations – while hurting
F1 of 2 relations (i.e., MemberOf and LivesInCountry).
15

When the corpus size is small, the total number of examples with feedback can be
smaller than the budget size N – for example, when M = 103 there are on average 10
examples with feedback even if N = 104 .
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Figure 4.5: Projections of Figure 4.3 to show the impact of corpus size changes
under the TAC-KBP metric.
M\N
103 → 104
104 → 105
105 → 106
106 → 1.8e6

0
+
+
+
0

10
+
+
+
0

102
+
+
+
0

103
+
+
+
+

104
+
+
+
+

2e4
+
+
+
+

Table 4.2: Two-tail t-test with d.f.=29 and p=0.05 on the impact of corpus size.
(We also tried p=0.01, which resulted in change of only a single cell.) Each column
corresponds to a fixed human-feedback budget size N. Each row corresponds to
a jump from one corpus size (M) to the immediate larger size. Each cell value
indicates whether the TAC-KBP F1 metric changed significantly: + (resp. -)
indicates that the quality increased (resp. decreased) significantly; 0 indicates that
the quality did not change significantly.

4.3.4

Impact of Corpus Size

In Figure 4.5 we plot a projection of the graphs in Figure 4.3 to show
the impact of corpus size on distant-supervision quality. The two curves
correspond to when there is no human feedback and when we use all
applicable human feedback. The fact that the two curves almost overlap
indicates that human feedback had little impact on precision or recall. On
the other hand, the quality improvement rate is roughly log-linear against
the corpus size. Recall that each data point in Figure 4.3 is the average
from 30 trials. To measure the statistical significance of changes in F1,
we calculate t-test results to compare adjacent corpus size levels given
each fixed human feedback level. As shown in Table 4.2, increasing the
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Figure 4.6: Projections of Figure 4.3 to show the impact of human feedback
amount under the TAC-KBP metric.
N\M
0 → 10
10 → 102
102 → 103
103 → 104
104 → 2e4
0 → 2e4

103
0
0
0
0
0
0

104
0
0
0
0
0
0

105
0
0
0
0
0
0

106
0
+
+
0
0
+

1.8e6
0
+
+
+
+

Table 4.3: Two-tail t-test with d.f.=29 and p=0.05 on the impact of human
feedback size changes. (We also tried p=0.01 but obtained the same result.) Each
column corresponds to a fixed corpus size M. Each row corresponds to a jump
from one feedback size (N) to the immediate larger size. Each cell value indicates
whether the TAC F1 metric changed significantly: + (resp. -) indicates that the
quality increased (resp. decreased) significantly; 0 indicates that the quality did
not change significantly.

corpus size by a factor of 10 consistently and significantly improves F1.
Although precision decreases as we use larger corpora, the decreasing
trend is sub-log-linear and stops at around 100K docs. On the other hand,
recall and F1 keep increasing at a log-linear rate.
4.3.5

Impact of Human Feedback

Figure 4.6 provides another perspective on the results under the TAC
metric: We fix a corpus size and plot the F1, recall, and precision as
functions of human-feedback amount. Confirming the trend in Figure 4.3,
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Figure 4.7: TAC-KBP quality of relation extractors trained using different
amounts of human labels. The horizontal lines are comparison points.

we see that human feedback has little impact on precision or recall with
both corpus sizes.
We calculate t-tests to compare adjacent human feedback levels given
each fixed corpus size level. Table 4.3’s last row reports the comparison,
for various corpus sizes (and, hence, number of distant labels), of (i) using
no human feedback and (ii) using all of the human feedback we collected.
When the corpus size is small (fewer than 105 docs), human feedback has
no statistically significant impact on F1. The locations of +’s suggest that
the influence of human feedback becomes notable only when the corpus
is very large (say with 106 docs). However, comparing the slopes of the
curves in Figure 4.6 against Figure 4.5, the impact of human feedback is
substantially smaller. The precision graph in Figure 4.6 suggests that
human feedback does not notably improve precision on either the full
corpus or on a small 1K-doc corpus.
To assess the quality of human labels, we train extraction models with
human labels only (on examples obtained from distant supervision). We
vary the amount of human labels and plot the F1 changes in Figure 4.7.
Although the F1 improves as we use more human labels, the best model
has roughly the same performance as those trained from distant labels
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Figure 4.8: Impact of input sizes under the Freebase held-out metric. Note that
the human feedback axis is in the reverse order compared to Figure 4.3.

(with or without human labels). This suggests that the accuracy of human
labels is not substantially better than distant labels.
4.3.6

Freebase Held-out Metric

In addition to the TAC-KBP benchmark, we also follow prior work [50,
82, 147] and measure the quality using held-out data from Freebase. We
randomly partition both Freebase and the corpus into two halves. One
database-corpus pair is used for training and the other pair for testing.
We evaluate the precision over the 103 highest-probability predictions on
the test set. In Figure 4.8, we vary the size of the corpus in the train pair
and the number of human labels; the precision reaches a dramatic peak
when we the corpus size is above 105 and uses little human feedback. This
suggests that this Freebase held-out metric is biased toward solely relying
on distant labels alone.
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Figure 4.9: Impact of input sizes with ν = 0.5 under the TAC-KBP metric.

Figure 4.10: Impact of input sizes with ν = 0.9 under the TAC-KBP metric.

4.3.7

Sensitivity Studies

In this section, we describe several experiments designed to validate the
robustness of our findings.
First, we vary ν and see how experiment results change accordingly.
For example, we compare ν = 0.5 (Figure 4.9) and ν = 0.9 (Figure 4.10)
against the default value ν = 0.8 (Figure 4.3). We see that ν seems to have
a monotone impact on the final quality of full corpus with full human
feedback: the higher ν is, the better the quality on the max(M, N) corner
and the less moother the full corpus projection curve. Still, even with
ν = 0.999 (results not shown but very similar to ν = 0.9), the slope of
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Figure 4.11: Impact of input sizes with a 33%-down-sampled Freebase KB under
the TAC-KBP metric.

the full-corpus projection curve is much smaller than the zero-human
projection curve.
In the second sensitivity study, we evaluate how changing the KB size
(Freebase in this case) influences the result quality. In Figure 4.11, we use
a down-sampled Freebase instance that is only a third the original size,
and found that, even though at each grid point the number of examples
is only a third as before (as expected), when the corpus is large enough,
distant supervision still manages to retain essentially the same quality.
This demonstrates how larger corpora achieve higher quality through
higher redundancy and robustness.
4.3.8

Web-scale Corpora

The corpus for the TAC benchmark is crafted to contain mentions of entities in TAC in the test corpus. In contrast, the Web is less curated, but
does contain mentions of many entities contained in TAC (and many other
databases). To study how a Web corpus impacts distant-supervision quality, we select the first 100M English webpages from the ClueWeb09 dataset
and measure how distant-supervision quality changes as we vary the
number of webpages used.
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Figure 4.12: Impact of corpus size on TAC-KBP with ClueWeb

Figure 4.13: Impact of corpus size on MR-KBP with ClueWeb

In Figure 4.12 and Figure 4.13, we plot the TAC-KBP and MR-KBP
quality graphs as a function of changing ClueWeb corpus sizes. Table 4.4
shows the statistical significance test results. For TAC-KBP, increasing
the corpus size improves F1 up to 107 docs (p = 0.05), while at 108 the
two-tailed significance test reports no significant impact on F1 (p = 0.05).
The dip in precision in Figure 4.12 from 106 to either 107 or 108 is significant
(p = 0.05), and it is interesting future work to perform a detailed error
analysis. For MR-KBP, the corpus size similarly has a consistently positve
impact on recall that converges roughly after 107 documents. Compared
to TAC-KBP, the F1 score is more sensitive to decrease of precision and
converges at around 106 documents and then slightly decreases. The
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Corpus Size
103 → 104
104 → 105
105 → 106
106 → 107
107 → 108

TAC-KBP F1
+
+
+
+
0

MR-KBP F1
+
+
0
0
-

Table 4.4: Two-tail t-test with d.f.=9 and p=0.05 on the impact of corpus size
and feedback size changes respectively. Each row corresponds to a jump from one
corpus size (M) to the immediate larger size. Each cell value indicates whether
the TAC or MR F1 metric changed significantly: + (resp. -) indicates that the
quality increased (resp. decreased) significantly; 0 indicates that the quality did
not change significantly.

reason might be that the MR-KBP test corpus is substantially smaller than
TAC-KBP (75 docs vs. 33K docs).
Recall from Section 4.2 that to preprocess ClueWeb we use MaltParser
instead of Ensemble. Thus, the F1 scores in Figure 4.12 Figure 4.13 are not
comparable to those from the TAC training corpus.

Figure 4.14: Impact of corpus size on individual relations vary between relations.
We vary the training corpus size and measure the quality numbers of individual
relations. The F1 score of each relation is based on the extraction results for the
TAC-KBP slot filling benchmark. The “per” prefix of relation names means that
the subject of this relation is a person; similarly “org” is for organization.
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4.3.9

Per-relation Analysis

In this section, we dig deeper to analyze the impact of coprus sizes on the
extraction quality of individual target relations with distant supervision.
As shown in Figure 4.14, different relations have different sensitivities to
the increase of corpus sizes. Overall, the qualities of most relations (e.g.,
spouse, siblings, city_of_birth, and school_attended) improve significantly as we increase the corpus size. Other relations (e.g., member_of
and employee_of) are less sensitive.

4.4

Discussion

We study how the size of two types of cheaply available resources impact
the precision and recall of distant supervision: (1) an unlabeled text corpus
from which distantly labeled training examples can be extracted, and (2)
crowd-sourced labels on training examples. We found that text corpus
size has a stronger impact on precision and recall than human feedback.
We observed that distant-supervision systems are often recall gated; thus,
to improve distant-supervision quality, one should first try to enlarge the
input training corpus and then increase precision.
It was initially counter-intuitive to us that human labels did not have a
large impact on precision. One reason is that human labels acquired from
crowd-sourcing have comparable noise level as distant labels – as shown by
Figure 4.7. Thus, techniques that improve the accuracy of crowd-sourced
answers are an interesting direction for future work. We used a particular
form of human input (yes/no votes on distant labels) and a particular
statistical model to incorporate this information (logistic regression). It
is interesting future work to study other types of human input (e.g., new
examples or features) and more sophisticated techniques for incorporating
human input, as well as machine learning methods that explicitly model
feature interactions.
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5

Scaling Markov Logic using an RDBMS

The motivating observation of this chapter is that a crucial step in Markov
logic inference, called grounding, essentially consists of relational operations like SQL. Thus, instead of performing grounding in main memory
and with ad hoc optimizations – as in prior Markov logic systems – we
study how to leverage the scalability and efficiency of an RDBMS for
Makov logic inference. The work in this chapter appears in Niu, Ré, Doan,
and Shavlik [87].

5.1

Motivations, Challenges, and Contributions

Over the past few years, Markov Logic Networks (MLNs) have emerged
as a powerful and popular framework combining logical and probabilistic
reasoning. MLNs have been successfully applied to a wide variety of data
management problems, e.g., information extraction, entity resolution, and
text mining. In contrast to probability models like factor graphs [112] that
require complex distributions to be specified in tedious detail, MLNs allow
us to declare a rigorous statistical model at a much higher conceptual level
using first-order logic. For example, to classify papers by research area,
one could write a rule such as “it is likely that if one paper cites another they
are in the same research area.”
Our interest in MLNs stems from our involvement in a DARPA project
called “Machine Reading.” The grand challenge is to build software that
can read the Web, i.e., extract and integrate structured data (e.g., entities,
relationships) from Web data, then use this structured data to answer
user queries. The current approach is to use MLNs as a lingua franca to
combine many different kinds of extractions into one coherent picture. To
accomplish this goal, it is critical that MLNs scale to large data sets.
Unfortunately, none of the current MLN implementations scale beyond
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relatively small data sets (and even on many of these data sets, existing
implementations routinely take hours to run). The first obvious reason
is that these are in-memory implementations: when manipulating large
intermediate data structures that overflow main memory, they either crash
or thrash badly. Consequently, there is an emerging effort across several
research groups to scale up MLNs. In this paper, we describe our system,
Tuffy1 , that leverages an RDBMS to address the above scalability and
performance problems.
There are two aspects of MLNs: learning and inference [103]. We
focus on inference, since typically a model is learned once, and then an
application may perform inference many times using the same model;
hence inference is an on-line process, which must be fast. Moreover, MLN
learning algorithms typically invoke inference as a subroutine repeatedly. Conceptually, inference2 in MLNs has two phases: a grounding phase,
which constructs a large, weighted SAT formula, and a search phase, which
searches for a low cost (weight) assignment (called a solution) to the SAT
formula from grounding (using WalkSAT [58], a local search procedure).
Grounding is a non-trivial portion of the overall inference effort: on a
classification benchmark (called RC) the state-of-the-art MLN inference
engine, Alchemy3 , spends over 96% of its execution time in grounding.
The state-of-the-art strategy for the grounding phase (and the one used
by Alchemy) is a top-down procedure (similar to the proof strategy in
Prolog). In contrast, we propose a bottom-up grounding strategy. Intuitively, bottom-up grounding allows Tuffy to fully exploit the RDBMS
optimizer, and thereby significantly speed up the grounding phase of
MLN inference. On an entity resolution task, Alchemy takes over 7 hours
to complete grounding, while Tuffy’s grounding finishes in less than 2
1

http://hazy.cs.wisc.edu/tuffy/
We focus on maximum a posteriori inference which is critical for many integration
tasks.
3
http://alchemy.cs.washington.edu
2
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minutes.
But not all phases are well-optimized by the RDBMS: during the search
phase, we found that the RDBMS implementation performed poorly. The
underlying reason is a fundamental problem for pushing local search
procedures into an RDBMS: search procedures often perform inherently sequential, random data accesses. Consequently, any RDBMS-based solution
must execute a large number of disk accesses, each of which has a substantial overhead (due to the RDBMS) versus direct main-memory access. Not
surprisingly, given the same amount of time, an in-memory solution can
execute between three and five orders of magnitude more search steps
than an approach that uses an RDBMS. Thus, to achieve competitive performance, we developed a novel hybrid architecture that supports local
search procedures in main memory whenever possible. This is our second
technical contribution.
Our third contribution is a simple partitioning technique that allows
Tuffy to introduce parallelism and use less memory than state-of-the-art
approaches. Surprisingly, this same technique often allows Tuffy to speed
up the search phase exponentially. The underlying idea is simple: in many
cases, a local search problem can be divided into multiple independent
subproblems. For example, the formula that is output by the grounding
phase may consist of multiple connected components. On such datasets,
we derive a sufficient condition under which solving the subproblems
independently results in exponentially faster search than running the
larger global problem (Thm. 5.2). An application of our theorem shows
that on an information extraction testbed, a system that is not aware of this
phenomenon (such as Alchemy) must take at least 2200 more steps than
Tuffy to reach a solution with the same quality. Empirically we found
that, on some real-world datasets, solutions found by Tuffy within one
minute have higher quality than those found by non-partitioning systems
(such as Alchemy) even after running for days.
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The exponential difference in running time for independent subproblems versus the larger global problem suggests that in some cases, further
decomposing the search space may improve the overall runtime. To implement this idea for MLNs, we must address two difficult problems: (1)
partitioning the formula from grounding (and so the search space) to
minimize the number of formula that are split between partitions, and (2)
augmenting the search algorithm to be aware of partitioning. We show
that the first problem is NP-hard (even to approximate), and design a
scalable heuristic partitioning algorithm. For the second problem, we
apply a technique from non-linear optimization to leverage the insights
gained from our characterization of the phenomenon described above.
The effect of such partitioning is dramatic. As an example, on a classification benchmark (called RC), Tuffy (using 15MB of RAM) produces much
better result quality in minutes than Alchemy (using 2.8GB of RAM) even
after days of running. In fact, Tuffy is able to answer queries on a version
of the RC dataset that is over two orders of magnitude larger. (We estimate
that Alchemy would need 280GB+ of RAM to process it.)
Contributions, Validation, and Outline To summarize, we make the
following contributions:
• In Section 5.2.1, we design a solution that pushes MLNs into RDBMSes. The key idea is to use bottom-up grounding that allows us to
leverage the RDBMS optimizer; this idea improves the performance
of the grounding phase by several orders of magnitude.
• In Section 5.2.2, we devise a novel hybrid architecture to support
efficient grounding and in-memory inference. By itself, this architecture is far more scalable and, given the same amount of time, can
perform orders of magnitude more search steps than prior art.
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• In Section 5.2.3, we describe novel data partitioning techniques to
decrease the memory usage and to increase parallelism (and so
improve the scalability) of Tuffy’s in-memory inference algorithms.
Additionally, we show that for any MLN with an MRF that contains
multiple components, partitioning could exponentially improve the
expected (average case) search time.
• In Section 5.2.4, we generalize our partitioning results to arbitrary
MLNs using our characterization of the partitioning phenomenon.
These techniques result in our highest quality, most space-efficient
solutions.
We present an extensive experimental study on a diverse set of MLN
testbeds to demonstrate that our system Tuffy is able to get better result
quality more quickly and work over larger datasets than the state-of-the-art
approaches.

5.2

Tuffy Systems

In this section, we describe our technical contributions: a bottom-up
grounding approach to fully leverage the RDBMS (Section 5.2.1); a hybrid
main-memory RDBMS architecture to support efficient end-to-end inference (Section 5.2.2); and data partitioning which dramatically improves
Tuffy’s space and time efficiency (Section 5.2.3 and Section 5.2.4).
5.2.1

Grounding with a Bottom-up Approach

We describe how Tuffy performs grounding. In contrast to top-down
approaches (similar to Prolog) that employ nested loops and that is used
by prior MLN systems such as Alchemy, Tuffy takes a bottom-up approach
(similar to Datalog) by expressing grounding as a sequence of SQL queries.
Each SQL query is optimized by the RDBMS, which allows Tuffy to com-
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plete the grounding process orders of magnitude more quickly than prior
approaches.
For each predicate P(Ā) in the input MLN, Tuffy creates a relation
RP (aid, Ā, truth) where each row ap represents an atom, aid is a globally
unique identifier, Ā is the tuple of arguments of P, and truth is a threevalued attribute that indicates if ap is true or false (in the evidence), or not
specified in the evidence. These tables form the input to grounding, and
Tuffy constructs them using standard bulk-loading techniques.
In Tuffy, we produce an output table C(cid, lits, weight) where each
row corresponds to a single ground clause. Here, cid is the id of a ground
clause, lits is an array that stores the atom id of each literal in this clause
(and whether or not it is negated), and weight is the weight of this clause.
We first consider a formula without existential quantifiers. In this case, the
formula F can be written as F(x̄) = l1 ∨ · · · ∨ lN where x̄ are all variables
in F. Tuffy produces a SQL query Q for F that joins together the relations
corresponding to the predicates in F to produce the atom ids of the ground
clauses (and whether or not they are negated). The join conditions in Q
enforce variable equality inside F, and incorporate the pruning strategies
described in Section 2.3.3. For more details on the compilation procedure
see Appendix A.1.1.
5.2.2

A Hybrid Architecture for Inference

Our initial prototype of Tuffy runs both grounding and search in the
RDBMS. While the grounding phase described in the previous section has
good performance and scalability, we found that performing search in an
RDBMS is often a bottleneck. Thus, we design a hybrid architecture that allows efficient in-memory search (in Java) while retaining the performance
benefits of RDBMS-based grounding. To see why in-memory search is
critical, recall that WalkSAT works by selecting an unsatisfied clause C,
selecting an atom in C, and “flipping” that atom to satisfy C. Thus, Walk-
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Alchemy

Tuffy-mm

Tuffy

Grounding

RAM

RDBMS

RDBMS

Search

RAM

RDBMS

RAM

Figure 5.1: Comparison of architectures

SAT performs a large number of random accesses to the data representing
ground clauses and atoms. Moreover, the data that is accessed in one
iteration depends on the data that is accessed in the previous iteration.
And so, this access pattern prevents both effective caching and parallelism,
which causes a high overhead per data access. Thus, we implement a
hybrid architecture where the RDBMS performs grounding and Tuffy is
able to read the result of grounding from the RDBMS into memory and
perform inference. If the grounding result is too large to fit in memory,
Tuffy invokes an implementation of search directly inside the RDBMS
(Appendix A.1.2). This approach is much less efficient than in-memory
search, but it runs on datasets larger than main memory without crashing.
Figure 5.1 illustrates the hybrid memory management approach of Tuffy.
Alchemy is a representative of prior art MLN systems, which uses RAM for
both grounding and search; Tuffy-mm is a version of Tuffy we developed
that uses an RDBMS for all memory management; and Tuffy is the hybrid
approach
While it is clear that this hybrid approach is at least as scalable as
a direct memory implementation (such as Alchemy), there are in fact
cases where Tuffy can run in-memory search whereas Alchemy would
crash. The reason is that the space requirement of a purely in-memory
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implementation is determined by the peak memory footprint throughout
grounding and search, whereas Tuffy needs main memory only for search.
For example, on a dataset called Relational Classification (RC), Alchemy
allocated 2.8 GB of RAM only to produce 4.8 MB of ground clauses. On
RC, Tuffy uses only 19 MB of RAM.
5.2.3

Partitioning to Improve Performance

In the following two sections, we study how to further improve Tuffy’s
space and time efficiency without sacrificing its scalability. The underlying
idea is simple: we will try to partition the data. By splitting the problem
into smaller pieces, we can reduce the memory footprint and introduce
parallelism, which conceptually breaks the sequential nature of the search.
These are expected benefits of partitioning. An unexpected benefit is an
exponentially increase of the effective search speed, a point that we return
to below.
First, observe that the logical forms of MLNs often result in an MRF
with multiple disjoint components (see Appendix A.1.3). For example,
on the RC dataset there are 489 components. Let G be an MRF with
components G1 , · · · , Gk ; let I be a truth assignment to the atoms in G and
Ii its projection over Gi . Then, it’s clear that ∀I
costG
MLN (I) =

X

i
costG
MLN (Ii ).

16i6k

Hence, instead of minimizing costG
MLN (I) directly, it suffices to minimize
Gi
each individual costMLN (Ii ). The benefit is that, even if G itself does not fit
in memory, it is possible that each Gi does. As such, we can solve each Gi
with in-memory search one by one, and finally merge the results together.4
4

Alchemy exploits knowledge-based model construction (KBMC) [142] to find the
minimal subgraph of the MRF that is needed for a given query. Alchemy, however, does
not use the fact that the MRF output by KBMC may contain several components.
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Component detection is done after the grounding phase and before the
search phase, as follows. We maintain an in-memory union-find structure
over the nodes, and scan the clause table while updating this union-find
structure. The result is the set of connected components in the MRF. An
immediate issue raised by partitioning is I/O efficiency.
Efficient Data Loading Once an MRF is split into components, loading
in and running inference on each component sequentially one by one may
incur many I/O operations, as there may be many partitions. For example,
the MRF of the Information Extraction (IE) dataset contains thousands
of 2-cliques and 3-cliques. One solution is to group the components into
batches. The goal is to minimize the total number of batches (and thereby
the I/O cost of loading), and the constraint is that each batch cannot exceed
the memory budget. This is essentially the bin packing problem, and we
implement the First Fit Decreasing algorithm [135]. Once the partitions are
in memory, we can take advantage of parallelism. We use a round-robin
scheduling policy.
Improving Search Speed using Partitioning Although processing each
component individually produces solutions that are no worse than processing the whole graph at once, we give an example to illustrate that
component-aware processing may result in exponentially faster speed of
search.
Example 5.1. Consider an MRF consisting of N identical connected components
each containing two atoms {Xi , Yi } and three weighted clauses
{(Xi , 1), (Yi , 1), (Xi ∨ Yi , −1)},
where i = 1 . . . N and the second component of each tuple is the weight. Based on
how WalkSAT works, it’s not hard to show that, if N = 1, starting from a random
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state, the expected hitting time5 of the optimal state, i.e. X1 = Y1 = T rue, is no
more than 4. Therefore, if we run WalkSAT on each component separately, the
expected runtime of reaching the optimum is no more than 4N. Now consider the
case where we run WalkSAT on the whole MRF. Intuitively, reaching the optimal
state requires “fixing” suboptimal components one by one. As the number of
optimal components increases, however, it becomes more and more likely that one
step of WalkSAT “breaks” an optimal component instead of fixing a suboptimal
component. Such check and balance makes it very difficult for WalkSAT to reach
the optimum. Indeed, Appendix A.1.5 shows that the expected hitting time is at
least 2N – an exponential gap!
Let G be an MRF with components G1 , . . . , GN . Component-aware WalkSAT
runs WalkSAT except that for each Gi , it keeps track of the lowest-cost
state it has found so far on that Gi . In contrast, regular WalkSAT simply
keeps the best overall solution it has seen so far. For i = 1, . . . , N, let Oi
be the set of optimal states of Gi , and Si the set of non-optimal states of
Gi that differ only by one bit from some x∗ ∈ Oi ; let Pi (x → y) be the
transition probability of WalkSAT running on Gi , i.e., the probability that
one step of WalkSAT would take Gi from x to y. Given x, a state of Gi ,
denote by vi (x) the number of violated clauses in Gi at state x; define
αi (x) =

X
y∈Oi

Pi (x → y), βi (x) =

X

Pi (x → y).

y∈Si

For any non-empty subset H ⊆ {1, . . . , N}, define
r(H) =

mini∈H minx∈Oi vi (x)βi (x)
.
maxi∈H maxx∈Si vi (x)αi (x)

Theorem 5.2. Let H be an arbitrary non-empty subset of {1, . . . , N} s.t. |H| > 2
and r = r(H) > 0. Then, in expectation, WalkSAT on G takes at least 2|H|r/(2+r)
5

The hitting time is a standard notion from Markov Chains [36], it is a random variable
for the number of steps taken by WalkSAT to reach an optimum for the first time.

93

G1 a

e

b G2

Figure 5.2: A loosely connected graph for Example 5.3

more steps to find an optimal solution than component-aware WalkSAT.
The proof is in Appendix A.1.5. In the worst case, there is only one component, or r(H) = 0 for every subset of components H (which happens only
if there is a zero-cost solution), and partitioning would become pure overhead (but negligible in our experiments). On an information extraction
(IE) benchmark dataset, there is some H with |H| = 1196 and r(H) = 0.5.
Thus, the gap on this dataset is at least 2200 ≈ 1060 . This explains why
Tuffy produces lower cost solutions in minutes than non-partition aware
approaches such as Alchemy produce even after days.
5.2.4

Further Partitioning MRFs

Although our algorithms are more scalable than prior approaches, if the
largest component does not fit in memory then we are forced to run the
in-RDBMS version of inference, which is inefficient. Intuitively, if the
graph is only weakly connected, then we should still be able to get the
exponential speed up of partitioning. Consider the following example.
Example 5.3. Consider an MRF consisting of two equally sized subgraphs G1 and
G2 , plus an edge e = (a, b) between them (Figure 5.2). Suppose that the expected
hitting time of WalkSAT on Gi is Hi . Since H1 and H2 are essentially independent,
the hitting time of WalkSAT on G could be roughly H1 H2 . On the other hand,
consider the following scheme: enumerate all possible truth assignments to one of
the boundary variables {a, b}, say a – of which there are two – and conditioning
on each assignment, run WalkSAT on G1 and G2 independently. Clearly, the
overall hitting time is no more than 2(H1 + H2 ), which is a huge improvement
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over H1 H2 since Hi is usually a high-order polynomial or even exponential in the
size of Gi .
To capitalize on this idea, we need to address two challenges: 1) designing an efficient MRF partitioning algorithm; and 2) designing an effective
partition-aware search algorithm. We address each of them in turn.
MRF Partitioning Intuitively, to maximally utilize the memory budget,
we want to partition the MRF into roughly equal sizes; to minimize information loss, we want to minimize total weight of clauses that span
over multiple partitions, i.e., the cut size. To capture this notion, we
define a balanced bisection of a hypergraph G = (V, E) as a partition
of V = V1 ∪ V2 such that |V1 | = |V2 |. The cost of a bisection (V1 , V2 ) is
|{e ∈ E|e ∩ V1 6= ∅ and e ∩ V2 6= ∅}|.
Theorem 5.4. Consider the MLN Γ given by the single rule p(x), r(x, y) → p(y)
where r is an evidence predicate. Then, the problem of finding a minimum-cost
balanced bisection of the MRF that results from Γ is NP-hard in the size of the
evidence (data).
The proof (Appendix A.1.6) is by reduction to the graph minimum bisection problem [60], which is hard to approximate (unless P = NP, there is no
PTAS). In fact, the problem we are facing (multi-way hypergraph partitioning)
is more challenging than graph bisection, and has been extensively studied
[56, 118]. And so, we design a simple, greedy partitioning algorithm: it
assigns each clause to a bin in descending order by clause weight, subject
to the constraint that no component in the resulting graph is larger than
an input parameter β. We include pseudocode in Appendix A.1.7.
Partition-aware Search We need to refine the search procedure to be
aware of partitions: the central challenge is that a clause in the cut may
depend on atoms in two distinct partitions. Hence, there are dependencies
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between the partitions. We exploit the idea in Example 5.3 to design
the following partition-aware search scheme – which is an instance of the
Gauss-Seidel method from nonlinear optimization [12, pg. 219]. Denote by
X1 , . . . , Xk the states (i.e., truth assignments to the atoms) of the partitions.
First initialize Xi = x0i for i = 1 . . . k. For t = 1 . . . T , for i = 1 . . . k, run
WalkSAT on xt−1
conditioned on {xtj |1 6 j < i} ∪ {xt−1
|i < j 6 k} to obtain
i
j
t
T
xi . Finally, return {xi |1 6 i 6 k}.
Tradeoffs Although fine-grained partitioning improves per-partition
search speed (Theorem 3.1) and space efficiency, it also increases cut sizes
– especially for dense graphs – which would in turn slow down the GaussSeidel inference scheme. Thus, there is an interesting tradeoff of partitioning granularity. In Section B.8, we describe a basic heuristic that combines
Theorem 3.1 and the Gauss-Seidel scheme.

5.3

Experiments

In this section, we validate first that our system Tuffy is orders of magnitude more scalable and efficient than prior approaches. We then validate
that each of our techniques contributes to the goal.
Experimental Setup We select Alchemy, the currently most widely used
MLN system, as our comparison point. Alchemy and Tuffy are implemented in C++ and Java, respectively. The RDBMS used by Tuffy is
PostgreSQL 8.4. Unless specified otherwise, all experiments are run on
an Intel Core2 at 2.4GHz with 4 GB of RAM running Red Hat Enterprise
Linux 5. For fair comparison, in all experiments Tuffy runs a single thread
unless otherwise noted.
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Datasets We run Alchemy and Tuffy on four datasets; three of them
(including their MLNs) are taken directly from the Alchemy website6 : Link
Prediction (LP), given an administrative database of a CS department, the
goal is to predict student-adviser relationships; Information Extraction (IE),
given a set of Citeseer citations, the goal is to extract from them structured
records; and Entity Resolution (ER), which is to deduplicate citation records
based on word similarity. These tasks have been extensively used in prior
work. The last task, Relational Classification (RC), performs classification
on the Cora dataset [77]; RC contains all the rules in Figure 2.6. Table 6.5
contains statistics about the data.
#relations
#rules
#entities
#evidence tuples
#query atoms
#components

LP
22
94
302
731
4.6K
1

IE
18
1K
2.6K
0.25M
0.34M
5341

RC
4
15
51K
0.43M
10K
489

ER
10
3.8K
510
676
16K
1

Table 5.1: Dataset statistics

5.3.1

High-level Performance

We empirically demonstrate that Tuffy with all the techniques we have
described has faster grounding, higher search speed, lower memory usage,
and in some cases produces much better solutions than a competitor main
memory approach, Alchemy. Recall that the name of the game is to
produce low-cost solutions quickly. With this in mind, we run Tuffy
and Alchemy on each dataset for 7500 seconds, and track the cost of the
best solution found up to any moment; on datasets that have multiple
components, namely IE and RC, we apply the partitioning strategy in
6

http://alchemy.cs.washington.edu
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Figure 5.3: Time-cost plots of Alchemy vs. Tuffy; the x axes are time (sec).

Section 5.2.3 on Tuffy. As shown in Figure 5.3, Tuffy often reaches a best
solution within orders of magnitude less time than Alchemy; secondly,
the result quality of Tuffy is at least as good as – sometimes substantially
better (e.g., on IE and RC) than – Alchemy. Here, we have zoomed the
time axes into interesting areas. Since “solution cost” is undefined during
grounding, each curve begins only when grounding is completed7 . We
analyze the experiment results in more detail in the following sections.
5.3.2

Effect of Bottom-up Grounding

We validate that the RDBMS-based grounding approach in Tuffy allows
us to complete the grounding process orders of magnitude more efficiently
than Alchemy. To make this point, we run Tuffy and Alchemy on the
four datasets, and show their grounding time in Table 5.2. We can see that
Tuffy outperforms Alchemy by orders of magnitude at run time in the
grounding phase (a factor of 225 on the ER dataset). To understand the
7

The L-shaped curves indicate that search converges very quickly compared to
grounding time.
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Alchemy
Tuffy

LP
48
6

IE
13
13

RC
3,913
40

ER
23,891
106

Table 5.2: Grounding time (sec)

differences, we dug deeper with a lesion study (i.e., disabling one aspect
of a system at a time), and found that sort join and hash join algorithms
(along with predicate pushdown) are the key components of the RDBMS
that speeds up the grounding process of Tuffy (Appendix A.2.2). Tuffy
obviates the need for Alchemy to reimplement the optimization techniques
in an RDBMS.
5.3.3

Effect of Hybrid Architecture

We validate two technical claims: (1) the hybrid memory management
strategy of Tuffy (even without our partitioning optimizations) has comparable search rates to existing main memory implementations (and much
faster than RDBMS-based implementation) and (2) Tuffy maintains a
much smaller memory footprint (again without partitioning). Thus, we
compare three approaches: (1) Tuffy without the partitioning optimizations, called Tuffy-p (read: Tuffy minus p), (2) a version of Tuffy (also
without partitioning) that implements RDBMS-based WalkSAT (detailed
in Appendix A.1.2), Tuffy-mm, and (3) Alchemy.
Figure 5.4 illustrates the time-cost plots on LP and RC of all three
approaches. We see from RC that Tuffy-p is able to ground much more
quickly than Alchemy (40 sec compared to 3913 sec). Additionally, we
see that, compared to Tuffy-mm, Tuffy-p’s in-memory search is orders of
magnitude faster at getting to their best reported solution (both approaches
finish grounding at the same time, and so start search at the same time).
To understand why, we measure the flipping rate, which is the number
of steps performed by WalkSAT per second. As shown in Table 5.3, the
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Figure 5.4: Time-cost plots of Alchemy vs. Tuffy-p (i.e., Tuffy without partitioning) vs. Tuffy-mm (i.e., Tuffy with RDBMS-based search)

Alchemy
Tuffy-mm
Tuffy-p

LP
0.20M
0.9
0.11M

IE
1M
13
0.39M

RC
1.9K
0.9
0.17M

ER
0.9K
0.03
7.9K

Table 5.3: Flipping rates (#flips/sec)

clause table
Alchemy RAM
Tuffy-p RAM

LP
5.2 MB
411 MB
9 MB

IE
0.6 MB
206 MB
8 MB

RC
4.8 MB
2.8 GB
19 MB

ER
164 MB
3.5 GB
184 MB

Table 5.4: Space efficiency of Alchemy vs. Tuffy-p (without partitioning)

reason is that Tuffy-mm has a dramatically lower flipping rate. We discuss
the performance bound of any RDBMS-based search implementation in
Appendix A.2.1.
To validate our second claim, that Tuffy-p has a smaller memory footprint, we see in Table 5.4, that on all datasets, the memory footprint of
Tuffy is no more than 5% of Alchemy. Drilling down, the reason is that the
intermediate state size of Alchemy’s grounding process may be larger than
the size of grounding results. For example, on the RC dataset, Alchemy

100
allocated 2.8 GB of RAM only to produce 4.8 MB of ground clauses. While
Alchemy has to hold everything in memory, Tuffy only needs to load the
grounding result from the RDBMS at the end of grounding. It follows that,
given the same resources, there are MLNs that Tuffy can handle efficiently
while Alchemy would crash. Indeed, on a dataset called “ER+” which is
twice as large as ER, Alchemy exhausts all 4GB of RAM and crashes soon
after launching, whereas Tuffy runs normally with peak RAM usage of
roughly 2GB.
From these experiments, we conclude that the hybrid architecture is
crucial to Tuffy’s overall efficiency.
5.3.4

Effect of Partitioning

In this section, we validate that, when there are multiple components
in the data, partitioning not only improves Tuffy’s space efficiency, but
– due to Theorem 5.2 – may actually enable Tuffy to find substantially
higher quality results. We compare Tuffy’s performance (with partitioning
enabled) against Tuffy-p: a version of Tuffy with partitioning disabled.
We run the search phase on each of the four datasets using three approaches: Alchemy, Tuffy-p, and Tuffy (with partitioning). Tuffy-p and
Alchemy run WalkSAT on the whole MRF for 107 steps. Tuffy runs WalkSAT on each component in the MRF independently, each component Gi
receiving 107 |Gi |/|G| steps, where |Gi | and |G| are the numbers of atoms in
this component and the MRF, respectively. This is weighted round-robin
scheduling.
As shown in Table 5.5, when there are multiple components in the MRF,
partitioning allows Tuffy to use less memory than Tuffy-p. (The IE dataset
is too small to yield notable differences). We see that Tuffy’s componentaware inference can produce significantly better results than Tuffy-p. We
then extend the run time of all systems. As shown in Figure 5.5, there
continues to be a gap between Tuffy’s component-aware search approach
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LP
1
9MB
9MB
2534
2534

#components
Tuffy-p RAM
Tuffy RAM
Tuffy-p cost
Tuffy cost

IE
5341
8MB
8MB
1933
1635

RC
489
19MB
15MB
1943
1281

ER
1
184MB
184MB
18717
18717

Table 5.5: Performance of Tuffy vs. Tuffy-p (i.e., Tuffy without partitioning)
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Figure 5.5: Time-cost plots of Tuffy vs Tuffy-p (i.e., Tuffy without partitioning)

and the original WalkSAT running on the whole MRF. This gap is predicted
by our theoretical analysis in Section 5.2.3. Thus, we have verified that
partitioning makes Tuffy substantially more efficient in terms of both
space and search speed.
We also validate that Tuffy’s loading and parallelism makes a substantial difference: without our batch loading technique, Tuffy takes 448s to
perform 106 search steps per component on RC, while 117s to perform
the same operation with batch loading. With the addition of 8 threads
(on 8 cores), we further reduce the runtime to 28s. Additional loading
and parallelism experiments in Appendix A.2.3 support our claim that
our loading algorithm and partitioning algorithm contribute to improving
processing speed.
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Figure 5.6: Time-cost plots of Tuffy with different memory budgets

5.3.5

Effect of Further Partitioning

To validate our claim that splitting MRF components can further improve
both space efficiency and sometimes also search quality (Section 5.2.4),
we run Tuffy on RC, ER, and LP with different memory budgets – which
are fed to the partitioning algorithm as the bound of partition size. On
each dataset, we give Tuffy three memory budgets, with the largest one
corresponding to the case when no components are split. Figure 5.6 shows
the experiment results. On RC, we see another improvement of the result
quality (cf. Figure 5.5). Similar to Example 5.3, we believe the reason to be
graph sparsity: “13MB” cuts only about 420 out of the total 10K clauses.
In contrast, while MRF partitioning lowers RAM usage considerably on
ER, it also leads to slower convergence – which correlates with poor partitioning quality: the MRF of ER is quite dense and even 2-way partitioning
(“100MB”) would cut over 1.4M out of the total 2M clauses. The dataset
LP illustrates the interesting tradeoff where a coarse partition is beneficial
whereas finer grained partitions would be detrimental. We discuss this
tradeoff in Appendix A.1.8.
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5.4

Summary

Motivated by a large set of data-rich applications, we study how to push
MLN inference inside an RDBMS. We find that the grounding phase of
MLN inference performs many relational operations and that these operations are a substantial bottleneck in state-of-the-art MLN implementations
such as Alchemy. Using an RDBMS, Tuffy not only achieves scalability,
but also speeds up the grounding phase by orders of magnitude. We then
develop a hybrid solution with RDBMS-based grounding and in-memory
search. To improve the space and time efficiency of Tuffy, we study a
partitioning approach that allows for in-memory search even when the
dataset does not fit in memory. We showed that further partitioning allows
Tuffy to produce higher quality results in a shorter amount of time.
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6 Scaling Markov Logic via Task
Decomposition
The central observation of this chapter is as follows: A KBC task usually
involves routine subtasks such as classification and coreference resolution.
Moreover, such subtasks may correspond to a subset of rules in an MLN
program. Thus, instead of running a generic MLN inference algorithm
on the entire program (as done by state-of-the-art MLN inference algorithms), we can partition the rule set into subtasks and invoke specialized
algorithms for corresponding subtasks. Most of the work in this chapter
appears in Niu, Zhang, Ré, and Shavlik [88, 90].

6.1

Motivations, Challenges, and Contributions

Markov logic [103] is a knowledge-representation language that uses weighted
first-order logic to specify graphical models [63]. It has been applied to
a wide range of applications, including many in information extraction
and data mining [4, 97, 110, 126, 149]. The resulting graphical models can
be huge (hundreds of millions of nodes or more in our applications), and
so a key technical challenge is the scalability and performance of Markov
logic inference.
Semantically, a Markov logic program, or Markov logic network (MLN),
specifies a graphical model called a Markov random field (MRF). Thus,
one approach to improving the scalability of MLNs is to apply inference
techniques from the graphical-model literature. One such technique is
dual decomposition [123, 143] from the mathematical programming literature that has recently been applied to MRF inference [54, 64, 66, 136].
In addition to increased scalability, dual decomposition also offers the
possibility of dual certificates1 that can bound the distance of a solution
1

Namely an (exact or approximate) lower (resp. upper) bound to a minimization
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from optimality, e.g., for maximum a posteriori (MAP) inference.
There are two steps in applying dual decomposition: (1) decompose
the inference problem into multiple parts, and (2) iteratively combine solutions from individual parts. The intuition is that the individual parts will
be more tractable than the whole problem – so much so that the improved
performance of individual parts will compensate for the overhead of many
iterations of repeated inference. Following the literature [64, 66], we first
implement MRF-level decomposition and compare it with state-of-the-art
MLN inference algorithms. On simpler MLN-generated MRFs, MRF-level
decomposition can achieve competitive performance compared to monolithic inference (i.e., running generic MLN inference algorithm without
decomposition). On more complex MLN-generated MRFs, the performance and quality of both monolithic inference and MRF decomposition
approaches may be suboptimal.
Our key observation is that MRF-level decomposition strategies in step
(1) ignore valuable structural hints that often occur in MLN programs.
For example, a large Markov logic program may have several “subroutines” that each perform a standard, well-studied task such as coreference
resolution or labeling, e.g., with a conditional random field (CRF) [70]. In
contrast to traditional approaches that either use a generic MLN inference
algorithm or decompose into semantically meaningless parts like trees, our
idea is to exploit this information so that we may use existing, specialized
algorithms for such individual subtasks. For example, we may choose
to solve a labeling task with a CRF and so use the Viterbi algorithm [70].
Importantly, even if we use different algorithms for each part, dual decomposition preserves the joint-inference property – i.e., different parts
are not solved in isolation. The hope is to perform higher-quality, more
scalable inference than previous monolithic approaches.
To illustrate this idea, we describe several such correspondences be(resp. maximization) problem.
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Input
Parts
Inference
Multipliers

MRF-level
MRF component
Trees
Max-product
Special factors

Program-level
MLN rule set
Subprograms (Tasks)
Task-specific
Singleton rules

Table 6.1: Comparing MRF-level and program-level dual decomposition approaches to MLN inference.

tween MLN structure and specialized inference algorithms, including
logistic regression and linear-chain conditional random fields. A user may
declare (or an algorithm may detect) which of these specialized algorithms
to use on an individual part of the MLN program. We call our prototype
system that integrates these specialized algorithms Felix.
Experimentally, we validate that our (MRF-level and program-level)
dual-decomposition approaches have superior performance than prior
MLN inference approaches on several data-mining tasks. Our main results
are that (1) on simple MLNs taken from the literature, MRF-level decomposition outperforms monolithic inference, and Felix has competitive
efficiency and quality compared to monolithic inference and MRF-level
decomposition; and (2) on more complex MLNs (also taken from the literature), Felix achieves substantially higher efficiency and quality than
monolithic inference and MRF-level decomposition.

6.2

Dual Decomposition for MLNs

The dual decomposition technique (Section 2.3.4) leaves open the question
of how to decompose a function f. The two approaches that we implement
for dual decomposition work at different levels of abstraction: at the MRF
level or at the MLN-program level. Still, the two methods are similar: both
pass messages in a master-slave scheme, and produce a MAP solution
after inference in a similar way. As a result, we are able to implement both
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approaches on top of the Tuffy [87] system. Table 6.1 provides a highlevel comparison between these two approaches. We describe each step of
the process in turn: decomposition (Section 6.2.1), master-slave message
passing (Section 6.2.2), and producing the final solution (Section 6.2.3).
6.2.1

Decomposition

In decomposition, we partition the input structure and set up auxiliary
structures to support message passing. For MRF-level decomposition, we
partition an MRF into multiple trees that are linked via auxiliary singleton factors; for program-level decomposition, we partition an MLN into
subprograms that are linked via auxiliary singleton rules.
MRF-level Decomposition The input to the decomposition algorithm
is an MRF which is the result of grounding an input MLN. The MRF is
represented as a factor graph (i.e., a bipartite graph between ground-tuple
nodes and ground-formula factors).2 Following Komodakis et al. [65, 66]
and Wainwright et al. [136], we decompose the MRF into a collection of
trees (smaller factor graphs with disjoint factors) that cover this factor
graph, i.e., each node in the factor graph is present in one or more trees.
Nodes that are in more than one tree may take conflicting values; resolving
these conflicts is the heart of the message-passing procedure in the next
phase.
We decompose each component of this factor graph independently.
The goal is to partition the factors (including their incident edges) into
several groups so that each group forms a tree. To do this, we run a greedy
algorithm that begins by choosing a ground-formula factor at random. We
create a tree with this factor, and then iteratively pick a neighboring factor
that shares at least one node with some factor in this tree. We check if
adding this neighboring factor to the tree would introduce cycles. If not, we
2

This representation allows for non-pairwise MRFs.
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Figure 6.1: A program-level decomposition for Example 6.1. Shaded boxes are
evidence relations. Solid arrows indicate data flow; dash arrows are control.

add the neighboring factor to the tree and proceed to the next neighboring
factor (in a breadth-first manner). Once all neighboring factors have been
exhausted, we remove this tree from the factor graph, and then repeat the
above process for the next tree.
Some nodes may be shared by multiple trees. To allow messages to
be passed in the next step, we create a special singleton factor for each
copy of a shared node. The weight of this factor represents a Lagrange
multiplier and may change between iterations.
Program-level Decomposition In contrast, Felix performs decomposition at the program-level: the input is the (first-order) rule set of an MLN
program, and Felix partitions it into multiple tasks each of which can be
solved with different algorithms. One design decision that we make in
the program-level approach is that entire relations are shared or not – as
opposed to individual ground tuples. This choice allows Felix to use a
relational database management system (RDBMS) for all data movement,
which can be formulated as SQL queries; in turn this allows us to deal
with low-level issues like memory management. We illustrate the idea
with an example.
Example 6.1. Consider a simple MLN which we call Γ :
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1

GoodNews(p) => Happy(p)

φ1

1

BadNews(p) => Sad(p)

φ2

5

Happy(p) <=> ¬Sad(p)

φ3

where GoodNews and BadNews are evidence and the other two relations are queries.
Consider the decomposition Γ1 = {φ1 } and Γ2 = {φ2 , φ3 }. Γ1 and Γ2 share the
relation Happy; so we create two copies of this relation: Happy1 and Happy2 , one
for each subprogram. We introduce Lagrange multipliers λp , one for each possible
ground tuple Happy(p). We thereby obtain a new program Γ λ :

1

GoodNews(p) => Happy1 (p)

φ10

λp

Happy1 (p)

ϕ1

1

BadNews(p) => Sad(p)

φ2

5

Happy2 (p) <=> ¬Sad(p)

φ30

−λp

Happy2 (p)

ϕ2

where each ϕi represents a set of singleton rules, one for each value of p (i.e., for
each specific person in a given testbed). This program contains two subprograms,
Γ1λ = {φ10 , ϕ1 } and Γ2λ = {φ2 , φ30 , ϕ2 }, that can be solved independently with any
inference algorithm.
As illustrated in Figure 6.1, the output of our decomposition method
is a bipartite graph between a set of subprograms and a set relations. In
a program-level approach, Felix attaches an inference algorithm to each
subprogram; we call this pair of algorithm and subprogram a task. We
discuss how to select decompositions and assign algorithms in Section 6.3.
6.2.2

Message Passing

We apply the master-slave message passing scheme [65, 66] for both MRFlevel and program-level decomposition. The master-slave approach alternates between two steps: (1) perform inference on each part independently
to obtain each part’s predictions on shared variables, and (2) a process
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called the Master examines the (possibly conflicting) predictions and sends
messages in the form of Lagrange multipliers to each task. Below we describe this process using the notation from program-level decomposition.
Essentially, the same algorithm applies to MRF-level decomposition; we
describe the minor differences at the end of the section.
The Master chooses the values of the Lagrange multipliers via an optimization process [65, 66]. In particular, we can view the Master as optimizing maxλ g(λ) using an iterative solver, in our case projected subgradient
ascent [143, p. 174]. Specifically, let p be a tuple of a query relation r;
in the given decomposition, p may be shared between k subprograms
and so there are k copies of p – call them p1 , . . . , pk . For i = 1, . . . , k, let
pti ∈ {0, 1} denote the value of p predicted by task i at step t and λti denote
the corresponding Lagrange multiplier. At step t, the Master updates λti
by comparing the predicted value of pi by task i to the average value for p
output by all inference tasks. This leads to the following update rule:
λt+1
i

:=

λti



|{j : pj = 1}|
t
,
+ αt pi −
k

where αt is the step size for this update. Following standard practice
in numerical optimization [5], in this paper’s experiments, we use the
diminishing step size rule αt = 1/t for both types of decomposition. The
subgradient ascent procedure stops either when all copies have reached
an agreement or when Felix has run a pre-specified maximum number of
iterations.
MRF-level Approach Message passing for MRF-level decomposition
follows the same master-slave scheme as above. A difference is that to
perform inference on each tree, we can perform exact inference (to predict
each pi ) by running the max-product algorithm [67]. A key benefit of this
approach is that it allows tractable computation of a dual certificate. We
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have implemented dual certificates, but postpone them to the technicalreport version as they are not essential to our contribution.
6.2.3

Producing the Final Solution

Inference is a continuous process, so some copies of variables may not have
converged at the end of a run. The last step is to choose a final solution
based on solutions from the decomposed parts.
MRF-level Decomposition To obtain a solution to the original MLN
from individual solutions on each tree, we use the heuristic proposed by
Komogorov et al. [64] (and used in Komodakis et al. [66]) that sequentially
fixes shared-variable values based on max-product messages in individual
trees.
Program-level Decomposition If a shared relation is not subject to any
hard rules, Felix takes majority votes from the predictions of related tasks.
(If all copies of this relation have converged, the votes would be unanimous.) To ensure that hard rules in the input MLN program are not
violated in the final output, we insist that for any query relation r, all hard
rules involving r (if any) be assigned to a single task, and that the final
value of r be taken from this task.3 This guarantees that the final output is
a possible world for Γ (provided that the hard rules are satisfiable).

6.3

Specialized Tasks

With program-level decomposition, we can use different algorithms for
different subprograms. Felix uses specialized algorithms to handle tasks,
which can be more efficient than generic MLN inference. As an existence
3

This policy might result in cascaded subtasks. More sophisticated policies are an
interesting future direction.
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Task
Classification
Segmentation
Coreference

Implementation
Logistic Regression [13]
Conditional Random Fields [70]
Correlation Clustering [2, 8]

Table 6.2: Example specialized tasks and their implementations in Felix.

proof, we describe several tasks that are common in text processing (see
Table 6.2). We leave more comprehensive taxonomies of such tasks as
future work.
6.3.1

Individual Tasks

We describe each task, how it arises in an MLN, a specialized algorithm,
and an informal argument describing why being aware of the special structure may outperform MRF-level decomposition or monolithic approaches.
Classification Classification is a fundamental statistical problem and
ubiquitous in applications. Classification arises in Markov logic as a query
predicate R(x, y) with hard rules of the form
R(x, y1 ) ∧ y1 6= y2 => ¬R(x, y2 ),
which mandates that each object (represented by a possible value of x)
can only be assigned at most one label (represented by a possible value
of y). For example, the rules F6 and F7 in Figure 2.6 form a classification
task that determines whether each affil tuple (considered as an object
with Boolean labels) holds. If the only query relation in a subprogram Γi
is R and R is mentioned at most once in each rule in Γi (except the rule
above), then Γi is essentially a logistic regression (LR) classification model.
The inference problem for LR is trivial given model parameters (here rule
weights) and feature values (here ground formulae).
On the other hand, suppose there are N objects and K labels. Then
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it would require N K2 factors to represent the above rule in an MRF. For
tasks such as entity linking (e.g., mapping textual mentions to Wikipedia
entities), the value of K could be in the millions.
Segmentation Conditional random fields (CRFs) [70] have been widely
applied to text applications. In particular, linear-chain CRFs are a popular
way for performing word-sequence segmentation and labeling, and can be
solved efficiently with dynamic programming algorithms. A linear-chain
CRF model consists of unigram features and bigram features. In Markov
logic, unigram features have the same form as LR rules, while bigram
features are soft rules of the form
L(x1 , x2 ) => R(x1 , y1 ) ∧ R(x2 , y2 ),
where L is an evidence relation containing correlated object pairs (e.g.,
consecutive tokens in a sentence). If the correlation structure L represents
chains over the objects (i.e., x values), then we can solve a subproblem
with unigram and bigram rules like these with the Viterbi algorithm. In
contrast, the MRF representation (with Boolean variables) of this model is
not a chain, and so cannot be solved with Viterbi.
Coreference Another common task is coreference resolution (coref),
e.g., given a set of N strings (say phrases in a document) we want to decide
which strings represent the same real-world entity. This arises in MLNs
as a query relation R that is subject to hard rules encoding an equivalent
relation, including the reflexivity, symmetry, and transitivity properties.
The input to a coreference task is a single relation B(o1, o2, wgt) where
wgt = βo1,o2 ∈ R indicates how likely the objects o1, o2 are coreferent
(with 0 being neutral). The output of a coreference task is an instance
of relation R(o1, o2) that indicates which pairs of objects are coreferent.
Assuming that βo1,o2 = 0 if (o1, o2) is not covered by the relation B, then
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Properties
Reflexive
Symmetric
Transitive
Key
Not Recursive
Tree Recursive

Symbol
REF
SYM
TRN
KEY
NoREC
TrREC

Example
p(x, y) =⇒ p(x, x)
p(x, y) =⇒ p(y, x)
p(x, y), p(y, z) =⇒ p(x, z)
p(x, y), p(x, z) =⇒ y = z
Can be defined w/o recursion.
Tree-structured MRF

Table 6.3: Properties assigned to predicates by the Felix compiler.

each valid R incurs a cost (called disagreement cost)
X

costcoref (R) =

o1,o2:(o1,o2)/
∈R
and βo1,o2 >0

|βo1,o2 | +

X

|βo1,o2 |.

o1,o2:(o1,o2)∈R
and βo1,o2 <0

In Figure 2.6, F1 through F5 can be mapped to a coreference task for the
relation pCoref. F1 through F3 encode the reflexivity, symmetry, and transitivity properties of pCoref, and the ground formulae of F4 and F5 specify
the weighted-edge relation B. The goal is to find a relation R that achieves
the minimum cost.
Coreference is a well-studied problem [35], and there are approximate
inference techniques for coreference resolution [2, 8, 119]. Felix implements both correlation clustering algorithms [2] and Singh et al.’s sampling
algorithm [119]. In contrast, explicitly representing a coreference task in
an MRF may be inefficient: a direct implementation of transitivity requires
N3 factors.
6.3.2

Task Detection

In our prototype, we allow a user to manually decompose an MLN program and specify a specific inference algorithm to be run on each subprogram. Ideally Felix should be able to automatically recognize MLN
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Task
Classification
Segmentation
Coreference
Generic MLN Inference

Required Properties
KEY, NoREC
KEY, TrREC
REF, SYM, TRN
none

Table 6.4: Tasks and their required properties.

subprograms that could be processed as specialized tasks. In this section
we describe a best-effort compiler that is able to automatically detect the
presence of classification, segmentation, and coref tasks.4 If a subprogram
does not match any specialized algorithm, we run a generic MLN inference
algorithm (WalkSAT [58]).5
To automatically decompose an MLN program Γ into tasks, Felix uses
a two-step approach. Felix’s first step is to annotate each query predicate
p with a set of properties. An example property is whether or not p is
symmetric. Table 6.3 lists of the set of properties that Felix attempts
to discover with their definitions. Once the properties are found, Felix
uses Table 6.4 to list all possible options for a predicate. When there are
multiple options, the current prototype of Felix simply chooses the first
task to appear in the following order: (Coref, Classification, Segmentation,
Generic). This order intuitively favors more specific tasks. To compile
an MLN into tasks, Felix greedily applies the above procedure to split
a subset of rules into a task, and then iterates until all rules have been
consumed.
The most technically difficult part of the compiler is determining the
properties of the predicates. There are two types of properties that Felix
looks for: (1) schema-like properties of any possible worlds that satisfy Γ
and (2) graphical structures of correlations between tuples.
4

As we will see in Table 6.6, our automatic matching algorithm is able to find five
out of the six decompositions in the experiments.
5
Alternatively we could also run MRF-level dual decomposition on this subprogram.
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Schema Properties Although the set of properties in Table 6.3 is motivated by considerations from statistical inference, the first four properties
depend only on the hard rules in Γ . To detect these schema-like properties,
Felix uses a set of sound (but not complete) rules that are described by
simple patterns. For example, we can conclude that a predicate R is transitive if program contains syntactically the rule R(x, y), R(y, z) => R(x, z)
with weight ∞.
Graphical Structure The second type of properties that Felix considers
characterize the graphical structure of the ground database (in turn, this
structure describes the correlations that must be accounted for in the
inference process). The ground database is a function of both soft and
hard rules in the input program, and so we consider both types of rules
here. Felix’s compiler attempts to deduce a special case of recursion that
is motivated by (tree-structured) conditional random fields that we call
TrREC. Suppose that there is a single recursive rule that contains p in both
the body and the head is of the form:
p(x, y), T (y, z) => p(x, z)

(6.1)

where the first attribute of T is a key and the transitive closure of T is a
partial order. In the ground database, p will be “tree-structured”. MAP
and marginal inference for such rules are in P-time [137]. Felix has a
regular expression to deduce this property.

6.4

Experiments

Our main hypotheses are that (1) MRF-level decomposition can outperform monolithic inference; and (2) on smaller datasets, Felix achieves similar performance to MRF-level decomposition and monolithic inference,
while on larger datasets it achieves higher performance than MRF-level
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decomposition and monolithic inference. We validate them on several
testbeds.
We also validate that specialized algorithms indeed have higher efficiency and quality than generic MLN inference algorithms or MRF decomposition; therefore being able to integrate specialized algorithms is a
key reason for Felix’s high performance.
Datasets and MLNs We use four publicly available MLN testbeds from
Alchemy’s website.6 In addition, we create an MLN program for namedentity recognition based on skip-chain CRFs[129], and we describe an MLN
program that was developed for TAC-KBP, a knowledge-base population
challenge.7 Table 6.5 shows some statistics of these datasets.
We describe the MLN testbeds from Alchemy’s website: (1) IE, where
one performs segmentation on Cora citations using unigram and bigram
features (see the “Isolated” program [97]). (2) IERJ, where one performs
joint segmentation and entity resolution on Cora citations (see the “JntSeg-ER” program [97]). (3) ER, where one performs entity resolution on
four predicates with pairwise signals as well as inter-predicate correlation
rules (see the “B+N+C+T” program [120]). (4) WebKB, where one predicts
(non-exclusive) categories of webpages from academic departments based
on content words and links between pages [76].
The last two are (5) NER, where one performs named-entity recognition on a dataset with 10K tokens using the skip-chain CRF model [129]
(encoded in three MLN rules), and (6) KBP, which is an implementation of
the TAC-KBP (knowledge-base population) challenge using an MLN that
performs entity linking (mapping textual mentions to Wikipedia entities),
slot filling (mapping co-occurring mentions to a set of possible relationships), entity-level knowledge-base population, and fact verification from
an existing partial knowledge base. Using this MLN, the results for TAC6
7

http://alchemy.cs.washington.edu/
http://nlp.cs.qc.cuny.edu/kbp/2010/

118
Relations Rules Evidence MRF
IE
17
34
150K 137K
IERJ
18
357
150K 564K
ER
10
29
1.5K 19M
WebKB
3
57
282K 520K
NER
KBP
KBP+

2
7
7

4
6
6

10K
4.3M
240M

1.7M
20M
64B

DB
11MB
44MB
1.4GB
41MB
134MB
1.6GB
5.1TB

Table 6.5: Dataset sizes. The columns are the number of relations in the input
MLN, the number of MLN rules, the number of evidence tuples, and the number of
MRF factors after grounding with Tuffy, and the size of in-database representation
of the MRF.

KBP are comparable to the state of the art [53] – we achieved a F1 score of
0.80 on entity linking (human performance is about 0.90) and 0.31 on slot
filling.
Among those datasets, IE, WebKB, and NER are simpler programs
as they only have unigram and sparse bigram rules and classification
constraints with very few labels; IERJ, ER, and KBP are more complex
programs as they involve transitivity rules and classification constraints
with many labels. To test the scalability of Felix, we also run the KBP
program on a 1.8M-doc TAC-KBP corpus (“KBP+”).
Experimental Setup We run Tuffy [87] and Alchemy as state-of-the-art
monolithic MLN inference systems. We implement MRF-level decomposition and program-level decomposition (i.e., Felix) approaches on top of
the open-source Tuffy system.8 As Tuffy has similar or superior performance to Alchemy on each dataset, here we use Tuffy as a representative
for state-of-the-art MLN inference and report Alchemy’s performance in
the technical-report version of this paper. We use the following labels
8

http://hazy.cs.wisc.edu/tuffy
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Figure 6.2: High-level performance results of various approaches to MLN inference. For each dataset and each system, we plot a time-cost curve. TREE ran out of
memory on ER and KBP. Labels ending with an asterisk indicate that some points
in the corresponding curves correspond to infeasible solutions (i.e., solutions with
infinite cost), and the curves were obtained by “softening” hard rules to have
weight 100.

for these three approaches: (1) TUFFY, in which Tuffy performs RDBMSbased grounding (i.e., MLN-to-MRF transformation) and uses WalkSAT
as its inference algorithm; (2) TREE, in which we replace Tuffy’s WalkSAT
algorithm with tree-based MRF-level dual decomposition as described
in Section 6.2; and (3) OBA, in which we implement program-level dual
decomposition as described Sections 6.2 and 6.3; we use Singh et al.’s
algorithm [119] for Coref. Table 6.6 lists Felix’s decomposition scheme for
each dataset.
All three approaches are implemented in Java and use PostgreSQL
9.0.4 as the underlying database system. Unless specified otherwise, all
experiments are run on a RHEL 6.1 server with four 2.00GHz Intel Xeon
CPUs (40 total physical cores plus hyperthreading) and 256 GB of RAM.
Although all three approaches can be parallelized on most datasets, we
use single-thread runtime when plotting graphs. Recall that we use the
step size rule αt = t1 . It is known that alternative step size rules may result
in faster convergence, and we report a study of these step size rules in the
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LR
IE
1
IERJ
1
ER
0
WebKB 0
NER
KBP

0
2

CRF
0
0
0
0

Coref
0
1
4
0

WalkSAT
1
1
1
2

1
0

0
0

1
1

Table 6.6: Number of tasks of each type in the decompositions used by Felix.
Our automatic matching algorithm finds all decompositions except for WebKB.

technical-report version of this paper.
6.4.1

Overall Efficiency and Quality

We validate that TREE can outperform TUFFY and that Felix in turn
outperforms both TREE and TUFFY on complex programs. To support
these claims, we compare the efficiency and quality of all three approaches
on the datasets listed above. We run each system on each dataset for 5000
seconds (except for the largest dataset KBP, for which we run 5 hours), and
plot the MLN cost against runtime.
From Figure 6.2 we see that, on the three simpler programs (i.e., IE,
WebKB, and NER), all three approaches were able to converge to about the
same result quality. Although TREE and TUFFY have similar performance
on IE and WebKB, on NER the TREE approach obtains a low-cost solution
within two minutes whereas TUFFY takes more than one hour to reach
comparable quality. Felix has slower convergence behavior than TUFFY
and TREE on IE and WebKB, but it does converge to a similar solution.
We note that alternate step size rules may significantly improve Felix’s
performance on these datasets.
On the more complex programs (i.e., IERJ, ER, and KBP), Felix achieves
dramatically better performance compared to TUFFY and TREE: while
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TUFFY and TREE fail to find a feasible solution (i.e., a solution with finite
cost) after 5000 seconds on each of these datasets, Felix converges to a
feasible solution within minutes on each dataset. There are complex structures in these MLNs; e.g., transitivity for entity resolution and uniqueness
constraints for entity linking in KBP. TUFFY and TREE were not able to
find feasible solutions that satisfy such complex constraints, and the corresponding curves were obtained by replacing hard rules with a “softened”
version with weight 100. Still, we see that the results from both TUFFY
and TREE are substantially worse than Felix. From the above comparison,
we conclude that overall the Felix approach is able to achieve significantly
higher efficiency and quality than TUFFY and TREE approaches.
Scalability To test scalability, we also run Felix on the large KBP+ dataset
with a parallel RDBMS (from Greenplum Inc.). This MLN converges within
a few iterations; an iteration takes about five hours in Felix.
6.4.2

Specialized Tasks

We next validate that the ability to integrate specialized tasks into MLN
inference is key to Felix’s higher efficiency and quality. To do this, we
demonstrate that Felix’s specialized algorithms outperform generic MLN
inference algorithms in both quality and efficiency when solving specialized tasks. To evaluate this claim, we run Felix, Tuffy, TREE, and Alchemy
on three MLN programs encoding the following tasks: logistic regressionbased classification (LR), linear-chain CRF-based classification (CRF), and
correlation clustering (CC). To measure application quality (F1 scores),
we select some datasets with ground truth: we use a subset of the Cora
dataset9 for CC, and a subset of the CoNLL 2000 chunking dataset10 for LR
and CRF. As shown in Table 6.7, while it always takes less than a minute
9
10

http://alchemy.cs.washington.edu/data/cora
http://www.cnts.ua.ac.be/conll2000/chunking/
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Task
LR

CRF

CC

System
Felix
Tuffy
TREE
Alchemy
Felix
Tuffy
TREE
Alchemy
Felix
Tuffy
TREE
Alchemy

Initial
21 s
58 s
58 s
3140 s
35 s
148 s
150 s
740 s
11 s
977 s
982 s
2622 s

Final
21 s
59 s
196 s
3152 s
35 s
186 s
911 s
760 s
11 s
1730 s
11433 s
2640 s

Cost
2.4e4
2.4e4
2.4e4
3.4e4
4.6e5
∞ (6.4e5)
4.7e5
1.4e6
1.8e4
∞ (2.0e4)
∞ (3.3e4)
∞ (4.6e5)

F1
0.79
0.79
0.79
0.14
0.90
0.14 (0.14)
0.16
0.10
0.35
0.33 (0.32)
0.16 (0.16)
0.54 (0.49)

Table 6.7: Performance and quality comparison on individual tasks. “Initial”
(resp. “Final”) is the time when a system produced the first (resp. converged)
result. “F1” is the F1 score of the final output. For system-task pairs with infinite
cost, we also “soften” hard rules with a weight 100, and report corresponding
cost and F1 in parentheses. Each cost/F1 value is an average over five runs.

for Felix on each task, the other approaches take much longer. Moreover,
Felix has the best inference quality (i.e., cost) and application quality (i.e.,
F1).11

6.5

Summary

We study how to apply dual decomposition to Markov logic inference. We
find that MRF-level decomposition empirically outperforms traditional,
monolithic approaches to MLN inference on some programs. However,
MRF-level decomposition ignores valuable structural hints in Markov logic
programs. Thus, we propose an alternative decomposition strategy that
partitions an MLN program into high-level tasks (e.g., classification) that
11

The only exception is Alchemy’s F1 on CC, an indication that the CC program is
suboptimal for the application.
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can be solved with specialized algorithms. On several datasets, we empirically show that our program-level decomposition approach outperforms
both monolithic inference and MRF-level decomposition approaches to
MLN inference.
Our future work is in several directions. First, we plan to investigate
how to algorithmically use dual certificates in program-level dual decomposition, e.g., to support early stopping. The current prototype of Felix
uses classical schemes for the iterative steps of DD, and so the convergence
rate could be further improved by using recent techniques [42, 54]. To
support broader applications, we plan to extend Felix with new tasks.
An interesting challenge is to develop an architecture that allows one to
quickly and easily add in new inference techniques. Another interesting
topic is how to automatically perform decomposition and select inference
algorithms for an MLN based on program structure. To improve the efficiency of non-specialized tasks, we could apply existing MLN inference
techniques, e.g., lifted inference. Lastly, our prototype implementation
of Felix executes each task from scratch at each iteration; incremental or
warm-start inference could improve the overall efficiency.
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7
7.1

Conclusion and Future Work
Conclusion

This dissertation demonstrates that the distant supervision technique for
statistical learning and the Markov logic framework for statistical inference
are indeed effective approaches to web-scale KBC. The technical contributions include the Elementary architecture to knowledge-base construction,
a systematic study of distant supervision, and two novel techniques for
scaling Markov logic inference. Using Elementary, we built a system
called DeepDive that reads hundreds of millions of web pages to enhance
Wikipedia with facts of tens of relations. We have also deployed Elementary to two additional domains: AncientText, where we help English
professors study 140K books from the 18th century, and GeoDeepDive,
where we help geoscientists organize information in 20K journal papers
in geology.

7.2

Future Work

Beyond the current prototype of Elementary, there are several interesting
future research directions. We discuss them below.
The Crowd Crowdsourcing did not display a strong impact on the quality of distant supervision in our previous study [148]. In our experiments,
we only asked the crowd to verify the examples obtained via distant supervision. However, there are many other types of input that one could take
from the crowd. It is plausible that certain types of input from the crowd
could have much larger impacts than we observed. For example, one may
solicit new examples or even new features (e.g., linguistic patterns) via
crowdsourcing. It is interesting to explore possibilities like these.
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Inference Efficiency There are two types of computational redundancies
in the inference systems of Elementary. First, the message passing scheme
in Felix currently is an iterative process that invokes individual inference
algorithms to execute from scratch at each iteration. Second, developing
KBC systems is also an iterative process, and so the underlying models of a
KBC system (say, an MLN) would evolve over time; currently Elementary
would need to perform all inference tasks from scratch upon such changes.
Ideally we would like to address these inefficiencies, say using some form
of incremental inference.
Statistical Modeling Languages Because a Markov logic program consists of logical formulae, the graphical model compiled from an MLN
only consists of CNF or DNF factors. This limitation is a key reason for
the representational and computational inefficiency of monolithic MLN
inference systems like Alchemy and Tuffy. For example, if we represent
a liner-chain CRF model with more than two labels in Markov logic, the
graphical model compiled from the Markov logic program would no
longer be form a chain. The reason is that the MLN-based graphical model
uses multiple Boolean variables and hard constraints to essentially emulate one multinomial variable in the CRF model. Although Felix is able
to opportunistically address such issues by “reverse-engineering” such
inefficient representations in MLNs, a cleaner solution would be to avoid
such representations altogether. Furthermore, certain types of correlations
(e.g., COUNT) that can be useful for a statistical KBC system cannot be
easily expressed in an MLN. Addressing the above issues requires careful
thoughts on a new language for specifying graphical models.
Feature Engineering Markov logic (or any flexible framework for statistical inference) provides the ability to integrate diverse input signals (or
statistical features), but not all features have the same impact on the quality
of KBC. From our experience of developing DeepDive and GeoDeepDive,
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we have found that the process of debugging and tuning features tends
to be iterative and have humans in the loop. This feature engineering
process is often tedious and painstaking. An interesting direction is to
provide tools to assist developers with feature engineering; e.g., automatic
parameter tuning and smart diagnosis of an Elementary pipeline.
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a

Tuffy

This chapter contains supplemental material for Chapter 5.

A.1

Additional Systems Details

A.1.1

A Compilation Algorithm for Grounding

Algorithm 11 is a basic algorithm of expressing the grounding process
of an MLN formula in SQL. To support existential quantifiers, we used
PostgreSQL’s array aggregate feature.
Algorithm 11 MLN Grounding in SQL
Input: an MLN formula φ = ∨ki=1 li where each li is a literal supported
by predicate table r(li )
Output: a SQL query Q that grounds φ
1: FROM clause of Q includes ‘r(li ) ti ’ for each literal li
2: SELECT clause of Q contains ‘ti .aid’ for each literal li
3: For each positive (resp. negative) literal li , there is a WHERE predicate
‘ti .truth 6= true’ (resp. ‘ti .truth 6= false’)
4: For each variable x in φ, there is a WHERE predicate that equates the
corresponding columns of ti ’s with li containing x
5: For each constant argument of li , there is an equal-constant WHERE
predicate for table ti
6: Form a conjunction with the above WHERE predicates

A.1.2

Implementing WalkSAT in RDBMS

WalkSAT is a stochastic local search algorithm; its random access patterns
pose considerable challenges to the design of Tuffy. More specifically,
the following operations are difficult to implement efficiently with ondisk data: 1) uniformly sample an unsatisfied clause; 2) random access
(read/write) to per-atom or per-clause data structures; and 3) traverse
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clauses involving a given atom. Atoms are cached as in-memory arrays,
while the per-clause data structures are read-only. Each step of WalkSAT
involves a scan over the clauses and many random accesses to the atoms.
Although our design process iterated over numerous combinations of
various design choices, we were still unable to reduce the gap as reported
in Section 5.3.2. For example, compared to clause table scans, one might
suspect that indexing could improve search speed by reading less data
at each step. However, we actually found that the cost of maintaining
indices often outweighs the benefit provided by indexing. Moreover, we
found it very difficult to get around RDBMS overhead such as PostgreSQL’s
mandatory MVCC.
A.1.3

MLNs Causing MRF Fragmentation

MLN rules usually model the interaction of relationships and attributes of
some underlying entities. As such, one can define entity-based transitive
closures, which directly corresponds to components in the MRF. Since
in real world data the interactions are usually sparse, one can expect to
see multiple components in the MRF. A concrete example is the paper
classification running example, where the primary entities are papers, and
the interactions are defined by citations and common authors. Indeed,
our RC dataset yields hundreds of components in the MRF (see Table 5.5).
A.1.4

Data Loading as Bin Packing

The data loading problem as described in Section 5.2.3 is essentially the
bin packing problem. Formally, given as input a set of items I = {i1 , . . . , iN }
with weights w1 , . . . , wN and a size constraint M, the bin packing problem
P
is to produce a partition I = B1 ∪ · · · ∪ Bk such that i∈Bj wi 6 M for
j = 1, . . . , k for the smallest possible k.
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Theorem A.1 (From [135]). Let OPT denote the number of bins in an optimal
solution. For all ε > 0, there does not exist an algorithm that runs in polynomial
time and produces (1.5 − ε)OPT bins for any input unless P = NP.
Tuffy implements an approximation algorithm that uses at most 1.7OPT +
2 bins. It is an efficient algorithm called First Fit Decreasing [135]. It sorts
the components (or their ids) by decreasing size, then it greedily puts as
many items as possible in each batch (without violating the space budget).
A.1.5

Theorem 5.2

Proof of Theorem 5.2. We follow the notations of the theorem. Without loss
of generality and for ease of notation, suppose H = {1, . . . , N}. Denote
by Ω the state space of G. Let Qk ⊆ Ω be the set of states of G where
there are exactly k non-optimal components. For any state x ∈ Ω, define
H(x) = E[Hx (Q0 )], i.e., the expected hitting time of an optimal state from
x when running WalkSAT. Define fk = minx∈Qk H(x); in particular, f0 = 0,
and f1 corresponds to some state that differs from an optimal by only one
bit. Define gk = fk+1 − fk . For any x, y ∈ Ω, let Pr(x → y) be the transition
probability of WalkSAT, i.e., the probability that next state will be y given
current state x. Note that Pr(x → y) > 0 only if y ∈ N(x), where N(x)
is the set of states that differ from x by at most one bit. For any A ⊆ Ω,
P
define Pr(x → A) = y∈A Pr(x → y).
For any x ∈ Qk , we have
H(x) = 1 +

X

Pr(x → y)H(y)

y∈Ω

= 1+

X

X

Pr(x → y)H(y)

t∈{−1,0,1} y∈Qk+t

> 1+

X

X

t∈{−1,0,1} y∈Qk+t

Pr(x → y)fk+t .
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Define
x
P+
= Pr(x → Qk+1 ),

x
P−
= Pr(x → Qk−1 ),

x
x
then Pr(x → Qk ) = 1 − P+
− P−
, and
x
x
x
x
H(x) > 1 + fk (1 − P+
− P−
) + fk−1 P−
+ fk+1 P+
.

Since this inequality holds for any x ∈ Qk , we can fix it to be some
x∗
x∗
x ∈ Qk s.t. H(x∗ ) = fk . Then gk−1 P−
> 1 + gk P+
, which implies
∗
∗
x
x
gk−1 > gk P+
/P−
.
Now without loss of generality assume that in x∗ , G1 , . . . , Gk are nonoptimal while Gk+1 , . . . , GN are optimal. Let x∗i be the projection of x∗ on
Gi . Then since
∗

PN

Pk
x∗

P− =

∗
∗
1 vi (xi )αi (xi )
,
PN
∗
1 vi (xi )

x∗

P+ =

vj (x∗j )βj (x∗j )
,
PN
∗
1 vi (xi )

k+1

PN

we have
gk−1 >

∗
∗
k+1 vj (xj )βj (xj )
gk P k
∗
∗
1 vi (xi )αi (xi )

> gk

r(N − k)
,
k

where the second inequality follows from the definition of r.
For all k 6 rN/(r + 2), we have gk−1 > 2gk . Since gk > 1 for any k,
f1 = g0 > 2rN/(r+2) . That is, not aware of components, WalkSAT would
take an exponential number of steps in expectation to correct the last bit
to reach an optimum.
According to this theorem, the gap on Example 5.1 is at least 2N/3 ;

in fact, a more detailed analysis reveals that the gap is at least N−1
≈
N
2
√
Θ(2N / N). Figure A.1 shows the experiment results of running Alchemy,
Tuffy, and Tuffy-p (i.e., Tuffy without partitioning) on Example 5.1 with
1000 components. Note that the analysis of Theorem 5.2 actually applies to
not only WalkSAT, but stochastic local search in general. Since stochastic
local search algorithms are used in many statistical models, we believe
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Figure A.1: Effect of partitioning on Example 5.1

that our observation here and corresponding techniques have much wider
implications than MLN inference.
A.1.6

Hardness of MRF Partitioning

A bisection of a graph G = (V, E) with an even number of vertices is a pair
of disjoint subsets V1 , V2 ⊂ V of equal size. The cost of a bisection is the
number of edges adjacent to both V1 and V2 . The problem of Minimum
Graph Bisection (MGB) is to find a bisection with minimum cost. This
problem admits no PTAS [60]. The hardness of MGB directly implies the
hardness of partitioning MRFs. As such, one may wonder if it still holds
w.r.t. the domain size for a given MLN program (hence of size O(1)). The
following theorem shows that the answer is yes.
Theorem A.2. MGB can be reduced to the problem of finding a minimum bisection of the MRF generated an MLN of size O(1).
Proof. Consider the MLN that contains a single formula of the following
form:
p(x), r(x, y) → p(y),
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where p is query and r is evidence. For any graph G = (V, E), we can set
the domain of the predicates to be V, and let r = E. The MRF generated
by the above MLN is identical to G.
A.1.7

MRF Partitioning Algorithm

We provide a very simple MRF partitioning algorithm (Algorithm 12) that
is inspired by Kruskal’s minimum spanning tree algorithm. It agglomeratively merges atoms into partitions with one scan of the clauses sorted in
the (descending) absolute values of weights. The hope is to avoid cutting
high-weighted clauses, thereby (heuristically) minimizing weighted cut
size.
To explain the partitioning procedure, we provide the following definitions. Each clause c in the MRF G = (V, E) is assigned to an atom in c.
A partition of the MRF is a subgraph Gi = (Vi , Ei ) defined by a subset of
atoms Vi ⊆ V; Ei is the set of clauses assigned to some atom in Vi . The size
of Gi as referred to by Algorithm 12 can be any monotone function in Gi ;
in practice, it is defined to be the total number of literals and atoms in Gi .
Note that when the parameter β is set to +∞, the output is the connected
components of G.
Algorithm 12 A Simple MRF Partitioning Algorithm
Input: an MRF G = (V, E) with clause weights w : E 7→ R
Input: partition size bound β
Output: a partitioning of V s.t. the size of each partition is no larger than
β
1: Initialize hypergraph H = (V, F) with F = ∅
2: for all e ∈ E in |w|-descending order do
3: F ← F ∪ e if afterwards no component in H is larger than β
4: return the collection of per-component atom sets in H
Our implementation of Algorithm 12 only uses RAM to maintain a
union-find structure of the nodes, and performs all other operations in the
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RDBMS. For example, we use SQL queries to “assign” clauses to atoms
and to compute the partition of clauses from a partition of atoms.
A.1.8

Tradeoff of MRF Partitioning

Clearly, partitioning might be detrimental to search speed if the cut size is
large. Furthermore, given multiple partitioning options, how do we decide
which one is better? As a baseline, we provide the following formula to
(roughly) estimate the benefit (if positive) or detriment (if negative) of a
partitioning:
|#cut_clauses|
N
,
W =23 −T
|E|
where N is the estimated number of components with positive lowest
cost, T is the total number of WalkSAT steps in one round of Gauss-Seidel,
and |E| is the total number of clauses. The first term roughly captures the
speed-up as a result of Theorem 5.2, and the second term roughly captures
the slow-down caused by cut clauses.
Empirically however, we find this formula to be rather conservative
compared to experimental results that generally favor much more aggressive partitioning.

A.2

Additional Experiments

A.2.1

Alternative Search Algorithms

As shown in Section 5.3.3, RDBMS-based implementation of WalkSAT
is several orders of magnitude slower than the in-memory counter part.
This gap is consistent with the I/O performance of disk vs. main memory.
One might imagine some clever caching schemes for WalkSAT, but even
assuming that a flip incurs only one random I/O operation (which is
usually on the order of 10 ms), the flipping rate of RDBMS-based search is
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Full optimizer
Fixed join order
Fixed join algorithm

LP
6
7
112

IE
13
13
306

RC
40
43
>36,000

ER
106
111
>16,000

Table A.1: Grounding time in seconds

Tuffy-batch
Tuffy
Tuffy+parallelism

IE
448
117
28

RC
133
77
42

Table A.2: Comparison of execution time in seconds

still no more than 100 flips/sec. Thus, it is highly unlikely that disk-based
search implementations could catch up to their in-memory counterpart.
A.2.2

Lesion Study of Tuffy Grounding

To understand which part of the RDBMS contributes the most to Tuffy’s
fast grounding speed, we conduct a lesion study by comparing the grounding time in three settings: 1) full optimizer, where the RDBMS is free to
optimize SQL queries in all ways; 2) fixed join order, where we force the
RDBMS to use the same join order as Alchemy does; 3) fixed join algorithm, where we force the RDBMS to use nested loop join only. The results
are shown in Table A.1. Clearly, being able to use various join algorithms
is the key to Tuffy’s fast grounding speed.
A.2.3

Data Loading and Parallelism

To validate the importance of batch data loading and parallelism (Section 5.2.3), we run three versions of Tuffy on the IE and RC datasets:
1) Tuffy, which has batch loading but no parallelism; 2) Tuffy-batch,
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which loads components one by one and does not use parallelism; and
3) Tuffy+parallelism, which has both batch loading and parallelism. We
use the same WalkSAT parameters on each component (up to 106 flips per
component) and run all three settings on the same machine with an 8-core
Xeon CPU. Table A.2 shows the end-to-end running time of each setting.
Clearly, loading the components one by one incurs significant I/O cost
on both datasets. The grounding + partitioning time of IE and RC are 11
seconds and 35 seconds, respectively. Hence, Tuffy+parallelism achieved
roughly 6-time speed up on both datasets.

A.3

Additional Features in Tuffy

In addition to the syntax and semantics described in Section 2.2.3, from our
experience of building KBC applications with Markov logic, we have found
two language extensions to be instrumental to Tuffy (and Elementary):
scoping rules and parameterized weights.
Scoping Rules By default, the arguments in an MLN predicate are considered to be independent to each other; i.e., for a predicate of arity a,
there are |D|a possible ground tuples where D is the domain. Thus, given
a query predicate AdjacentMentions(mention, mention), a typical MLN
system – e.g., Alchemy1 or Tuffy [87] – would enumerate and perform
inference on #mentions2 ground tuples instead of only the #mention−1
truly adjacent mention pairs. To address this issue, Elementary allows a
developer to explicitly scope a query predicate with rules of the form
AdjacentMentions(m1, m2) :=
Mentions(m1, p1) ∧ Mentions(m2, p2) ∧ p1 = p2 − 1
1

http://alchemy.cs.washington.edu/
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where the evidence relation Mentions lists all mentions and their positional
indexes (consecutive integers). Elementary implements scoping rules by
translating them into SQL statements that are used to limit the content of
the in-database representation of MLN predicates.
Parameterized Weights As we will see, an MLN can express classical
statistical models such as logistic regression and conditional random
fields [70]. Such classical statistical models usually have simple structure but many parameters. To compactly represent these models in MLN,
we introduce parameterized weights, i.e., weights that are functions of one or
more variables in an MLN rule. For example, a logistic regression model
on the TokenLabel relation may have a parameter for each word-label pair;
we can represent such a model using the following MLN rule
wgt(w, l) :
Tokens(tok) ∧ HasWord(tok, w) => TokenLabel(tok, l)
where wgt(w, l) is a parameterized weight that depends on the word
variable w and the label variable l. Besides compactness, a key advantage
of parameterized weights is that one can write a program that depends
on the input data without actually providing the data. Another benefit is
that of efficiency: a rule with parameterized weights may correspond to
hundreds of thousands of MLN rules; because there can be non-negligible
overhead in processing an MLN rule (e.g., initializing in-memory or indatabase data structures), without this compact representation, we have
found that the overhead of processing an MLN program can be prohibitive.
Elementary implements parameterized weights by storing functions like
wgt(w, l) as look-up tables in a database that can be joined with predicate
tables.
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b

Felix

In this section, we formally describe the dual decomposition framework
used in Felix to coordinate the tasks. We start by formalizing MLN inference as an optimization problem. Then we show how to apply dual
decomposition on these optimization problems.
Notation Used Table B.1 defines some common notation that is used in
the following sections.
Notation
a, b, . . . , α, β, . . .
a, b,. . ., α, β,. . .
µ0 · ν
|µ|
µi
α̂, α̂

Definition
Singular (random) variables
Vectorial (random) variables
Dot product between vectors
Length of a vector or size of a set
ith element of a vector
A value of a variable

Table B.1: Notation used in this section

B.0.1

Problem Formulation

Suppose an MLN program Γ consists of a set of ground MLN rules R =
{r1 , ..., rm } with weights (w1 , ..., wm ). Let X = {x1 , ..., xn } be the set of
Boolean random variables corresponding to the ground atoms occurring in
Γ . Each MLN rule ri introduces a function φi over the set of random variables πi ⊆ X mentioned in ri : φi (πi ) = 1 if ri is violated and 0 otherwise.
Let w be a vector of weights. Define vector φ(X) = (φ1 (π1 ), ..., φm (πm )).
Given a possible world x ∈ 2X , the cost is
cost(x) = w · φ(x)
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Suppose Felix decides to decompose Γ into t tasks O1 , ..., Ot . Each
task Oi contains a set of rules Ri ⊆ R. The set {Ri } forms a partition of
R. Let the set of random variables for each task be Xi = ∪rj ∈Ri πj . Let
ni = |Xi |. Thus, each task Oi essentially solves the MLN program defined
by random variables Xi and rules Ri . Given w, define wi to be the weight
vector whose entries equal w if the corresponding rule appears in Ri and
P
0 otherwise. Because Ri forms a partition of R, we know i wi = w. For
each task Oi , define an n-dim vector µi (X), whose jth entry equals xj if
xj ∈ Xi and 0 otherwise. Define n-dim vector µ(X) whose jth entry equals
xj . Similarly, let φ(Xi ) be the projection of φ(X) onto the rules in task Oi .
B.0.2

MAP Inference

MAP inference in MLNs is to find an assignment x to X that minimizes
the cost:
min w · φ(x).

x∈{0,1}n

(B.1)

Each task Oi performs MAP inference on Xi :
min n wi · φ(xi ).

xi ∈{0,1}

i

(B.2)

Our goal is to reduce the problem represented by Eqn. B.1 into subproblems represented by Eqn. B.2. Eqn. B.1 can be rewritten as
X
min n

x∈{0,1}

wi · φ(xi ).

16i6t

Clearly, the difficulty lies in that, for i 6= j, Xi and Xj may overlap.
Therefore, we introduce a copy of variables for each Oi : XC
i . Eqn. B.1 now
becomes:
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X
minn

xC
i ∈{0,1}

i ,x

wi · φ(xC
i )

i

s.t. ∀i

(B.3)
xC
i

= x.

The Lagrangian of this problem is:
C
L(x, xC
1 , ..., xt , ν1 , ..., .νt )
X
C
wi · φ(xC
=
i ) + νi · (µi (xi ) − µi (x))

(B.4)

i

Thus, we can relax Eqn. B.1 into


X

max
ν

i



C
min wi · φ(xC
i ) + νi · µi (xi ) − max

xi ∈{0,1}ni

The term maxx

P
i

x

X


νi · µi (x)

i

νi · µi (x) = ∞ unless for each variable xj ,
X

νi,j = 0.

Oi :xj ∈Xi

Converting this into constraints, we get




X

max
ν

i

C
min wi · φ(xC
i ) + νi · µi (xi )

xi ∈{0,1}ni

X

s.t. ∀xj

νi,j = 0

Oi :xj ∈Xi

We can apply sub-gradient methods on ν. The dual decomposition
procedure in Felix works as follows:
(0)

(0)

1. Initialize ν1 , ..., νt .
2. At step k (starting from 0):
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a) For each task Oi , solve the MLN program consisting of: 1)
original rules in this task, which are characterized by wi ; 2) additional priors on each variables in Xi , which are characterized
(k)
by νi .
b) Get the MAP inference results xˆC
i .
3. Update νi :
(k+1)
νi,j

B.0.3

=

(k)
νi,j


− λ xˆC
i,j −

P
l:xj ∈Xl

xˆC
l,j



|{l:xj ∈Xl }|

Marginal Inference

Marginal inference of MLNs aims at computing the marginal distribution
(i.e., the expectation since we are dealing with boolean random variables):
µ̂ = Ew [µ(X)].

(B.5)

The sub-problem of each task is of the form:
µ̂O = EwO [µO (XO )].

(B.6)

Again, the goal is to use solutions for Eqn. B.6 to solve Eqn. B.5.
We first introduce some auxiliary variables. Recall that µ(X) corresponds to the set of random variables, and φ(X) corresponds to all functions represented by the rules. We create a new vector ξ by concatenating µ and φ: ξ(X) = (µT (X), φT (X)). We create a new weight vector
θ = (0, ..., 0, wT ) which is of the same length as ξ. It is not difficult to see
that the marginal inference problem equivalently becomes:
ξ̂ = Eθ [ξ(X)].

(B.7)

Similarly, we define θO for task O as θO = (0, ..., 0, wTO ). We also define
a set of θ: ΘO , which contains all vectors with entries corresponding to
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random variables or cliques not appear in task O as zero. The partition
function A(θ) is:
A(θ) =

X

exp{−θ · ξ(X)}

X

The conjugate dual to A is:
A∗ (ξ) = sup{θ · ξ − A(θ)}
θ

A classic result of variational inference [137] shows that
ξ̂ = arg sup {θ · ξ − A∗ (ξ)},

(B.8)

ξ∈M

where M is the marginal polytope. Recall that ξ̂ is our goal (see Eqn. B.7).
Similar to MAP inference, we want to decompose Eqn. B.8 into different
tasks by introducing copies of shared variables. We first try to decompose
A∗ (ξ). In A∗ (ξ), we search θ on all possible values for θ. If we only search
on a subset of θ, we can get a lower bound:
A∗O (ξ) = sup {θ · ξ − A∗ (ξ)} 6 A∗ (ξ).
θ∈ΘO

Therefore,
−A∗ (ξ) 6

1 X
−A∗O (ξ),
m O

where m is the number of tasks. We approximate ξ̂ using this bound:
ξ̂ = arg sup {θ · ξ −
ξ∈M

1 X ∗O
A (ξ)},
m O

which is an upper bound of the original goal. We introduce copies of ξ:
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ξ̂ = arg sup
ξOi ∈M,ξ

X
1 X ∗O O
A (ξ )}
θ O · ξO −
{
m O
O

s.t. ξO
e = ξe , ∀e ∈ XO ∪ RO , ∀O
The Lagrangian of this problem is:

L(ξ, ξO1 , ..., ξOt , ν1 , ..., νt ) =

X

θ O · ξO −

O

+

X

1 ∗O O
A (ξ )
m

νi · (ξOi − ξ),

i

where νi ∈ Θi , which means only the entries corresponding to random
variables or cliques that appear in task Oi are allowed to have non-zero
values. We get the relaxation:
X
min

νi ∈Θi

θi · ξOi −

sup
ξOi ∈M

i

1 ∗Oi Oi
A (ξ ) + νi · ξOi
m
X
− min
νi · ξ
ξ

Considering the minξ
constraints:

P
i

i

νi · ξ part. This part is equivalent to a set of

X

νi,x =0, ∀x ∈ X

Oi :x∈Xi

νi,x =0, ∀x 6∈ X
Therefore, we are solving:
X
sup

min

νi ∈Θi

s.t.,

i


mθi · ξOi − A∗Oi (ξOi ) + νi · ξOi

ξOi ∈M

X

νi,x = 0, ∀x ∈ X

Oi :x∈Xi

νi,x = 0, ∀x 6∈ X
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Note the factor m in front of θi ; it implies that we multiply the weights
in each subprogram by m as well. Then we can apply sub-gradient method
on νi :
(0)

(0)

1. Initialize ν1 , ..., νt .
2. At step k (start from 0):
a) For each task Oi , solve the MLN program consists of: 1) original
rules in this task, which is characterized by mθi ; 2) additional
(k)
priors on each variables in Xi , which is characterized by νi .
b) Get the marginal inference results ξˆC .
i

(k+1)

3. Update νi
(k+1)
νi,j

=

(k)
νi,j

:


− λ ξˆC
i,j −

P
l:xj ∈Xl


ξˆC
l,j

|{l:xj ∈Xl }|

